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Abstract

One of the challenges for sentiment analysis is the presence of sarcasm. Sarcasm is a form

of speech that generally implies a bitter remark toward another person or thing expressed

in an indirect or non-straightforward manner. The presence of sarcasm can potentially

flip the sentiment of the entire sentence or document, depending on its usage. A sarcasm

detector has been developed using sentiment patterns, world knowledge, and context in

addition to features that previous works used, such as frequencies of terms and patterns.

This sarcasm detector can detect sarcasm on two different levels: sentence-level and

document-level. Sentence-level sarcasm detection incorporates basic syntactical features

along with world knowledge in the form of a ResearchCyc Sentiment Treebank, which

has been created for this project. Document-level sarcasm detection incorporates context

by using the sentiments of sequential sentences in addition to punctuation features that

occur throughout the entire document.

The results obtained by this sarcasm detector are considerably better than random

guessing. The highest F1 score obtained for sentence-level sarcasm detection is 0.687

and the highest F1 score obtained for document-level sarcasm detection is 0.707. These

results imply that the features used for this project are useful for sarcasm detection. The

pattern features used for sentence-level detection work well. However, the results from

the usage of the ResearchCyc Sentiment Treebank on the sentence-level compared to

the results without this treebank are approximately the same, partially due to the fact

that this treebank has been built off of Stanford’s CoreNLP treebank, which includes a

limited set of words. Document-level detection indicates that context is an important

factor in sarcasm detection. This thesis provides insight to areas that were not previously

thoroughly explored in sarcasm detection and opens the door for new research using world

knowledge and context for sarcasm detection, sentiment analysis, and potentially other

areas of natural language processing.
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1 Introduction

Sentiment analysis is the act of taking bodies of text and assigning them a sentiment, or a

feeling. Analyzers generally classify them as positive, negative, or neutral [1]. Sentiment

analyzers have been worked on for years, and the latest work by Stanford’s NLP group

achieved an accuracy of 85% on a movie review dataset [2]. Sentiment analysis, however,

is not a completely solved problem yet. One of the obstacles in sentiment analysis is

sarcasm [3].

Sarcasm is generally a bitter remark that is aimed at someone or something [4].

Sarcasm is usually expressed in such a way that the implied meaning is the opposite of

the literal meaning of a statement. For example, consider this hypothetical review: “This

pen is worth the $100 it costs. It writes worse than a normal pen and has none of the

features of a normal pen! It rips the page after each stroke. I’m so glad I bought it.”

This is clearly a sarcastic review of an expensive pen. It discusses an expensive pen, and

although the author says positive things about the pen in the first and last sentence, he

lists only negative features in the middle.

This leads to some interesting observations. These observations are the indicators,

or features, that are necessary to detect sarcasm automatically. One observation is that

reading the first or last sentence in isolation does not give any hint of sarcasm. They

seem like ordinary positive sentences about the product. Of course, it may sound a bit

odd that a pen could cost $100, but it might be encrusted with jewels or made out of

silver, making the sentence sound reasonable. However, the middle two sentences are

clearly negative as it discusses what the pen lacks and the terrible effect of using the pen.

This shift in sentiment between sentences is indicative of sarcasm. Without the context

of the entire review, one may not be able to tell the true intention of the review, which

is to inform readers that the pen is not worth buying.

In order to know that the middle two sentences are negative, one must know generally

what a normal pen is like and that when writing with a pen, the page should not rip.
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These are examples of conceptual knowledge, or world knowledge. Conceptual knowledge

and world knowledge are things that humans use everyday, but are difficult for a computer

to process. Companies like Cycorp attempt to solve the problem of building a knowledge

base that helps a computer’s reasoning [5].

This thesis explores the usage of context and world knowledge to aid in the detection

of sarcasm on a sentence level and on a document level. The remainder of the thesis is

structured as follows: Section 2 provides a general overview of sentiment analysis and

its current state. Section 3 then provides an overview of sarcasm, sarcasm detection

and related works. Next, Section 4 describes the resources that were used for this thesis

project. Section 5 describes the procedures that this thesis project applied in order to

perform sarcasm detection on a sentence and document level. Section 6 then describes the

results of this thesis project’s sarcasm detection. Section 7 discusses potential future work

for sarcasm detection. Lastly, Section 8 draws conclusions from the sarcasm detection

performed in this thesis project using context and world knowledge.
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2 Sentiment Analysis

2.1 What is sentiment analysis?

According to the Oxford English Dictionary, sentiment is defined as “what one feels

with regard to something, a mental attitude, or an opinion or view as to what is right

or agreeable” [4]. Sentiment analysis, also referred to as opinion mining, takes text

describing entities such as products (e.g., a new car, a new camera) and services (e.g.,

restaurants on yelp.com) in order to automatically classify certain characteristics. Most

commonly, sentiment analysis classifies which bodies of text are positive, negative, or

neutral. Liu defines sentiment analysis formally as “the field of study that analyzes

people’s opinions, sentiments, evaluations, appraisals, attitudes, and emotions towards

entities such as products, services, organizations, individuals, issues, events, topics, and

their attributes” [1]. The field of sentiment analysis is very vast and has developed rapidly

over the past ten years. There are new startup tech companies that attempt to apply

sentiment analysis to large publicly available datasets such as Twitter tweets, blogs, and

reviews [1, 6]. The ability to accurately determine the sentiment of a tweet, blog post,

or review is invaluable to businesses as it allows them to enhance their product, to focus

public marketing to direct advertisements, and, most importantly, to increase profits.

There are several other applications to sentiment analysis besides business profitabil-

ity, as mentioned by Pang and Lee [6]. One application gives relevant website links and

information for a given item. The search can aggregate opinions about the items to give

users a better idea of what they are searching for. Another application relates to politics.

Politicians can get a sense of public opinions of them by analyzing Twitter tweets and

blog posts. Similarly, new laws that are about to be passed can be evaluated by analyzing

tweets and blog posts. Related to security, the government can use sentiment analysis

to track and detect hostile or negative communications in order to take preemptive ac-

tions. Another application is to clean up human errors in review-related websites. For

3



example, there may be cases where users have accidentally marked a low rating for their

review despite the fact that the review itself was very positive. Although this might be

an indication of sarcasm (discussed in Section 3), human error does occur from time to

time.

In general, there are three different levels of sentiment analysis: document-level,

sentence-level, and entity and aspect level [4]. Document-level analysis takes the en-

tire body of text (e.g., an entire product review) and determines if the entire body as a

whole is positive or negative. There can be individual sentences in the document that

are definitely negative or positive, but in document-level sentiment classification, the

document is treated as a single entity. When evaluating an entire document, there are

more opportunities for the usage of context. As opposed to this, sentence-level analysis

takes individual sentences and determines whether they are positive, negative, or neutral.

Lastly, entity and aspect level analysis attempts finer grain analysis. It takes into account

the opinion of the text. It assumes that an opinion consists of a sentiment (positive or

negative) and a target (i.e., the product which the text was written for). An example

that Liu provides is: “Although the service is not that great, I still love this restaurant.”

There are two features or aspects of the sentence. The service aspect is given a negative

sentiment, while the restaurant is given a positive sentiment.

There are two general formulations for document-level sentiment analysis [1]. The

sentiment can be categorical (e.g., positive, negative, or neutral) or be assigned a scalar

value in a given range (e.g., 1 to 10). The two different formulations become classification

problems and regression problems, respectively. In addition, there is one important im-

plicit assumption for this type of analysis. That is, “sentiment classification or regression

assumes that the opinion document expresses opinions on a single entity and contains

opinions from a single opinion holder” [1]. If there is more than one entity, then an

opinion holder can have different opinions about different entities. If there is more than

one opinion holder, then they can have different opinions about the same entity. Thus,

4



document-level analysis would not make sense in these cases and aspect level analysis

would be most appropriate.

2.2 Approaches

Since the dawn of sentiment analysis, machine learning techniques have been used to

perform document based analysis, focusing primarily on syntax and patterns, such as

frequency of terms and parts of speech. Some sentiment analysis techniques are discussed

at a high level in this section.

2.2.1 Supervised Learning

Most sentiment classification is formulated as a binary classification problem for simplic-

ity – positive vs. negative [1]. The training and testing documents are usually product

reviews, and most online reviews generally have a scalar rating. For example, amazon.com

allows reviewers to rate the product on a scale from 1 to 5 stars, where 5 represents the

best rating. A review with 4 or 5 stars is considered positive and a review with 1 or 2

stars is considered negative. A review with 3 stars can be considered neutral.

The essence of sentiment analysis is text classification and the solution usually uses

key features of the words. Any existing supervised learning method, such as näıve Bayes

classification and support vector machines (SVM), can be applied to this text classifi-

cation problem. The features used for these supervised methods are the frequency of

terms, the parts of speech of words, specific sentiment words and phrases, linguistic rules

of opinions, sentiment shifters, and syntactic dependencies. The utilization of a list of

sentiment words and phrases (e.g., “amazing” is positive and “bad” is negative) is usu-

ally the dominating factor for sentiment classification as they provide the most semantic

information for the text. In addition to standard machine learning methods, Liu lists

variations and new methods that researchers have developed over the past ten years in

[1].
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2.2.2 Unsupervised Learning

The list of sentiment words and phrases are usually the most influential part of sentiment

analysis. An unsupervised learning method can be used to determine additional senti-

ment words and phrases [1]. Turney developed an unsupervised learning algorithm for

classifying reviews as recommended (thumbs up) or not recommended (thumbs down),

which combines part of speech tagging and a few sentiment word references [7].

Table 1: POS tags for Turney’s unsupervised learning method.

First Word Second Word Third Word (Not Extracted)

1. JJ NN or NNS anything
2. RR, RBR, or RBS JJ not NN nor NNS
3. JJ JJ not NN nor NNS
4. NN or NNS JJ not NN nor NNS
5. RB, RBR, or RBS VB, VBD, VBN, or VBG anything

There are three steps to Turney’s unsupervised learning method. The first step is to

apply a part-of-speech tagger to extract two consecutive words that conform to one of

the patterns in Table 1 [7]. As indicated in the table, the third word is not extracted,

but in some cases its part-of-speech is used to constrain the extracted samples. The

second step is to estimate the sentiment orientation (SO) of the extracted phrases using

the pointwise mutual information (PMI) between the two words. The PMI of two words,

word1 and word2, is defined as shown in Equation 1:

PMI(word1, word2) = log2

(
p(word1&word2)

p(word1)p(word2)

)
, (1)

where p(word1&word2) is the probability that word1 and word2 co-occur. If the words are

statistically independent, then p(word1)p(word2) is the co-occurance probability. Simi-

larly, the PMI between a phrase and a word is given by Equation 2:

PMI(phrase, word) = log2

(
p(phrase&word)

p(phrase)p(word)

)
. (2)
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Hence, the sentiment orientation is computed as given by Equation 3:

SO(phrase) = PMI(phrase, “excellent”)− PMI(phrase, “poor”). (3)

“Excellent” and “poor” are reference words for the computation of SO because the reviews

used by Turney are based on a five star rating system, where one star is defined as “poor”

while five stars is defined as “excellent.” The probabilities are computed by issuing queries

to a search engine and storing the number of hits. Turney used the AltaVista Advanced

Search engine, which had a “NEAR” operator to search for terms and phrases within ten

words of one another, in order to constrain document searches. The phrases and words

were searched together and separately to obtain the number of hits returned from the

query. Using this information, the sentiment orientation, Equation 3, can be rewritten

as:

SO(phrase) = log2

(
hits(phrase NEAR “excellent”)hits(“poor”)

hits(phrase NEAR “poor”)hits(“excellent”)

)
. (4)

The final step is to compute the average SO of the phrases in the given review to classify

the review as recommended or not recommended.

Turney used unsupervised learning sentiment analysis for a variety of domains: au-

tomobiles, banks, movies, and travel destinations. The accuracies obtained were 84%,

80%, 66%, and 71%, respectively. Notice that movies had the lowest accuracy and that

may be due to context. For example, movies can have unpleasant scenes or dark subject

matter that lead to the usage of negative words in the review despite the fact that the

review is very good. Hence, one might draw the conclusion that context and semantics

are important in sentiment analysis.

2.2.3 Sentiment Rating Prediction

Liu provides a general overview of predicting the sentiment rating of a document [1].

Recall that the sentiment rating is a scalar value assigned to a document (e.g., 1 to 5
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stars for an Amazon product review). Because a scalar is used, this problem is formulated

as a regression problem and SVM regression, SVM multiclass classification, and one-vs-

all (OVA) have been used. Another technique that is used includes a bag-of-opinions

representation of documents.

2.2.4 Cross-Domain Sentiment Classification

One of the biggest problems with existing techniques for sentiment classification is the

fact that they are highly sensitive to the domain from which the techniques are trained

[1]. Hence, the results will be biased towards the domain for which the classifier has

been trained. Over the years, researchers have developed domain adaptation or transfer

learning. Techniques are used to train the classifier using both the source domain, or orig-

inal domain, and the target domain, or new domain. Aue and Gamon [8] experimented

with various strategies and found that the best results have come from combining small

amounts of labeled data with large amounts of unlabeled data in the target domain and

using expectation maximization. Blitzer et al [9] have used structural correspondence

learning (SCL) and Pan et al [10] have used spectral feature alignment (SFA). SCL

chooses a set of features which occurs in both domains and are good predictors while

SFA aligns domain-specific words from different domains into unified clusters. These

techniques depend heavily on finding features that are machine learned. In 2011, Bol-

legala et al [11] have proposed a method to automatically create a sentiment sensitive

thesaurus using data from multiple domains. This suggests the fact that meaning and

semantics can potentially affect the quality of sentiment classifiers.

2.2.5 Recursive Deep Models for Semantic Compositionality

The principle of compositionality is an important assumption in more contemporary work

in semantics and sentiment analysis. This principle assumes that “a complex, meaningful

expression is fully determined by its structure and the meaning of its constituents” [12].
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Socher et al introduced a Sentiment Treebank in order to allow better understanding

of compositionality in phrases [2]. The Stanford Sentiment Treebank consists of “fully

labeled parse trees that allows for a complete analysis of the compositional effects of

sentiment in language” [2]. The corpus is based on the movie review dataset that Pang

and Lee provided in 2005. The treebank includes 215,154 unique phrases from the parse

trees of the movie reviews, and each phrase had been annotated by three human judges.

In order to enhance the accuracy of the compositional effects of the treebank, Socher

et al also developed a new model called the recursive neural tensor network (RNTN)

to enhance the ability of sentiment analysis. Recursive neural tensor networks take in

phrases of any length and they represent a phrase through word vectors and a parse tree.

Then, vectors for higher nodes in the tree are computed using a tensor-based composition

function. The math behind RNTNs is beyond the scope of this project.

Overall, the combination of an RNTN and the Stanford Sentiment Treebank pushed

the state of the art results of binary sentiment classification of the original Rotten Toma-

toes dataset from Pang and Lee. The results of sentence-level classification increased

from 79% to 85.4%, which was obtained in [13].

2.3 Problems with Sentiment Analysis

Although Socher et al obtained great results with their usage of the Stanford Sentiment

Treebank and an RNTN, there are still several challenges to overcome for better results in

sentiment classification. Feldman [3] briefly discusses and outlines some of the challenges.

One issue is automatic entity resolution. Each product can have several names associ-

ated with it throughout the same document and across documents. For example, a Sony

Cyber-shot HX300 camera can be referred to in reviews as “this Sony camera”, “the

HX300”, or “this Cyber-shot camera”. Another example is “battery life” and “power

usage” of a phone. These phrases refer to the same aspect of the phone, but current

techniques would classify them as two different properties. Currently, automatic entity

9



resolution is far from solved.

Another issue is the filtering of relevant text. Many reviews about products may

have side comments or digressions to other topics that can negatively impact sentiment

classification. In addition, there may be reviews that discuss multiple products. The

ability to relate text to their relevant product is “far from satisfactory” [3].

Two other issues are noisy texts and the usage of context for factual statements.

Noisy texts are especially relevant to Twitter tweets, as tweets are commonly entered

quickly resulting in typos, short hand notations, and slang. These noisy texts make

it difficult for sentiment analysis systems to correctly identify the sentence structure.

Context is an issue that requires the usage of semantics, and current systems overlook

factual statements although they may contain sentiment [3].

Lastly, the existence of sarcasm greatly affects the results of sentiment classifica-

tion systems. Some sarcastic statements can flip the entire sentiment of the sentence

upside down resulting in an incorrect classification. “Sarcastic statements are often mis-

categorized as it is difficult to identify a consistent set of features to identify sarcasm” [14].

Pang and Lee state that sarcasm interferes with the modeling of negation in sentiment

as the meaning subtly flips, which in turn hinders sentiment analysis [6].

Sarcasm can be detected at the sentence level or document level [15]. At the document

level, a lump sum of posts of exaggerated opinions can trick the classifier into an incorrect

assessment. At the sentence level, there is less context and sarcasm can easily flip the

meaning of the expected classification. In addition, sarcastic sentences that are taken

out of context and used to train a sentiment analysis system would more likely cause

classification errors. Section 3 discusses more about sarcasm detection.
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3 Sarcasm Detection

3.1 What is sarcasm?

Sarcasm is defined as “a sharp, bitter, or cutting expression or remark; a bitter gibe or

taunt.” [4]. Sarcasm is commonly confused or used interchangeably with verbal irony.

Verbal irony is “the expression of one’s meaning by using language that normally signifies

the opposite, typically for humorous or emphatic effect; esp. in a manner, style, or

attitude suggestive of the use of this kind of expression” [4]. The true relationship

between sarcasm and verbal irony is that sarcasm is a subset of verbal irony. Verbal

irony is only sarcasm if there is a feeling of attack towards another. Although there is

a slight distinction between sarcasm and verbal irony, several authors consider sarcasm

and verbal irony to be one and the same [16, 17, 18, 19], but this distinction will be kept

throughout the remainder of the paper.

It is important to keep in mind that “traditional accounts of irony is that irony

communicates the opposite of the literal meaning”, but this simply “leads to the miscon-

ception that irony is governed only by a simple inversion mechanism” [20, 21]. Several

studies have been conducted to attempt to define what ironic utterances, which are ver-

bal or written statements of irony, convey, but they fail to give plausible answers to the

following questions:

1. What properties distinguish irony from non-ironic utterances?

2. How do hearers recognize utterances to be ironic?

3. What do ironic utterances convey to hearers?

Utsumi developed the implicit display theory, a unified theory of irony that answers these

three questions [20, 21]. In addition, he developed a theoretical computational model

that can interpret irony. The implicit display theory and this thesis focus on a subset

of verbal irony called situational irony, which will be discussed in more detail in Section
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3.3. Situational irony is when expectation is violated in a situation. A simple example of

situational irony is “Lightning strikes a man who wore armor to protect himself against

a bear.” Note that this is ironic, but not sarcastic as it doesn’t include a “bitter gibe or

taunt.”

The implicit display theory of irony is split into two parts: ironic environment as

a situation property and implicit display as a linguistic property [20, 21]. Given two

temporal locations, t0 and t1, such that t0 ≤ t1, an utterance is in an ironic environment

if and only if the following three conditions are satisfied:

1. The speaker has an expectation, E, at t0.

2. The speaker’s expectation, E, fails at t1.

3. The speaker has a negative emotional attitude towards the incongruity between

what is expected and what actually is the case.

There are four types of ironic environments:

1. A speaker’s expectation, E, can be caused by an action, A, performed by intentional

agents. E failed because A failed or cannot be performed due to another action,

B.

2. A speaker’s expectation, E, can be caused by an action, A, performed by intentional

agents. E failed because A was not performed.

3. A speaker’s expectation, E, is not normally caused by any intentional actions. E

failed due to an action, B.

4. A speaker’s expectation, E, is not normally caused by any intentional actions. E

accidentally failed.

For the second condition of the implicit display theory, an utterance implicitly displays

all three conditions for an ironic environment when it:
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1. alludes to the speaker’s expectation, E,

2. includes pragmatic insincerity by violating one of the pragmatic principles, and

3. implies the speaker’s emotional attitude toward the failure of E.

To fully understand the second condition, we must define allusion, pragmatic insincerity,

and emotional attitude. Allusion is when an utterance hints to the speaker’s intentions

or expectations. For example, if a child did not clean his room and his mother comes

in and says, “This room is very clean!”, it is clear that the mother is alluding to her

disappointment that the child did not clean his room yet. Pragmatic insincerity occurs

when an utterance intentionally violates a precondition that needs to hold before an

illocutionary act, or communicative effect, is accomplished. Pragmatic insincerity can

also occur when an utterance violates other pragmatic principles. For example, being

overly polite or making understatements can result in pragmatic insincerity. Lastly,

emotional attitude is an implicit communication that can be accomplished explicitly

with verbal cues (e.g., hyperboles, exaggeration, interjections, prosody) or implicitly with

nonverbal cues (e.g., facial expression and gestures). Hence, an utterance is ironic if it is

in an ironic environment and implicitly displays the conditions for an ironic environment.

As discussed earlier, sarcasm is a figure of speech that is a subset of situational verbal

irony, with the intention to inflict pain. Utsumi argues that there are two distinctive

properties of sarcasm: a displaying of the speaker’s counterfactual pleased emotion and

the effect of inflicting the target with pain [20]. However, these are not the only two

properties of sarcasm. In his PhD thesis, Campbell [22] explored indicators of sarcasm.

He listed four of them: negative tension, allusion to failed expectations, pragmatic in-

sincerity, and the presence of a victim. Allusion to failed expectations and pragmatic

insincerity were discussed as part of the implicit display theory. Negative tension is when

the utterance is critical and has a negative connotation to the hearer. Lastly, the presence

of a victim is usually the result of the negative utterance directed towards the hearer or

13



another person or object. In order to determine if these four properties are necessary

conditions for sarcasm, Campbell performed a novel experiment. He asked participants

to generate discourse context that would make the statements either sarcastic (without

additional detailed instructions). In the end, Campbell concluded that these properties

are important, but not necessary for sarcasm. Instead, all of the data indicate that

“these factors work as pointers towards a sarcastic interpretation, none of which by itself

is necessary to create that sense” [22].

This leads to the question: if there are no necessary conditions for sarcasm, what indi-

cators can be used to detect sarcasm automatically in utterances or bodies of text? The

remainder of this section discusses additional examples of sarcasm and recent research

projects that have attempted to detect sarcasm in utterances and bodies of text.

3.2 Examples of Sarcasm

The concepts of verbal irony and sarcasm have been defined, but few examples have

been discussed. As the focus of this paper is on detecting these, this section will explore

additional examples and discuss indicators of sarcasm.

3.2.1 Sarcasm Example 1

The following example is given in [20]:

“Peter broke his wife’s favorite teacup when he washed the dishes awkwardly.

Looking at the broken cup, his wife said, ‘Thank you for washing my cup

carefully. Thank you for crashing my treasure.’”

This situation is ironic because it satisfies the conditions for the implicit display theory.

It falls under the third type of ironic situations listed in Section 3.1. The speaker’s ex-

pectation is to see a non-broken cup, but unfortunately, the action that Peter performed

is not intentional and the expectation of his wife is shattered. In terms of the implicit
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display, the utterance by his wife alludes to her expectation to see the tea cup in one

piece. The utterance violates one of the pragmatic principles by over-exaggerating her

gratefulness with the phrase “thank you” for washing her cup “carefully” and for “crash-

ing” her “treasure”. Given the situation, she obviously means the opposite of what she

says and her emotional attitude towards the event is negative. Lastly, her utterance is

intended to inflict a sense of pain, or guilt in this case, on her husband. With these

indicators, the utterance in this example is sarcastic.

3.2.2 Sarcasm Example 2

The following example is given in [16]:

A: “‘...We have too many pets!’ I thought, ‘Yeah right, come tell me about

it!’ You know?”

B: [laughter]

This situation is also ironic as it satisfies the conditions for the implicit display theory.

The expectation in this case is to not have too many pets. Since there is not enough

context to determine if this is caused by an intentional or unintentional action, this ironic

situation can be classified as any one of the four types. In terms of implicit display, the

situation alludes to the expectation to not have too many pets. The pragmatic principle

is violated by using the interjection “yeah right” and also using an explanation mark.

The emotional attitude in this example is more light hearted and joking-like due to the

laughter from speaker B. Lastly, the statement can be seen as either inflicting pain or

not inflicting pain on another due to limited context. Speaker A’s statement can be a

direct attack to a different speaker, C, hence, making this statement sarcastic. However,

if speaker A’s statement were to be standalone and not be direct attack, this would be an

example of verbal irony, but not sarcasm. This example shows the importance of context,

which can sometimes be challenging to obtain due to the length of the utterance.
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3.2.3 Sarcasm Example 3

The following example is given in [18]. It is a review title from Amazon regarding the

Apple iPod:

“Are these iPods designed to die after two years?”

This situation is ironic and sarcastic as it satisfies the conditions for the implicit display

theory and it inflicts pain. The reviewer’s expectation is for the iPod to continue working

for many years, but from his review title, it failed after two years. Due to this failed

expectation, the reviewer gave a negative review. The ironic situation is type 4 as the

failure of the iPod was not intentional by the company and the expectation accidentally

failed. In terms of implicit display, the title directly alludes to the reviewer’s expecta-

tions, the pragmatic insincerity is present due to the question format, and the speaker’s

emotional attitude toward the expectation failure is clearly negative. Lastly, the pain

is directed towards the makers of the iPod and potentially to any iPod fanatics. With

these indicators, this review title is sarcastic. Note that this example assumes that the

reader knows what an iPod is. Without the additional knowledge that an iPod is a music

player made by a company that strives on quality, the reader can easily misunderstand

the review title and not see it as ironic or sarcastic.

3.2.4 Sarcasm Example 4

The following example is given in [23]. It is a Twitter tweet:

“I’m so pleased mom woke me up with vacuuming my room this morning! :)

#sarcasm”

This situation is ironic and sarcastic. It satisfies conditions for the implicit display

theory and inflicts pain. The tweeter’s expectation is to stay asleep longer, but he is

woken up unintentionally by his mom’s vacuuming. Hence, he is annoyed by the failed
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expectation. This ironic situation can be classified by type 3 as the expectation failed by

another action unintentionally. Implicit display is satisfied as the speaker’s expectation

is clearly to remain sleeping, pragmatic insincerity is shown with the usage of the word

“pleased” and the smiley emoticon with a negative action, and the speaker’s emotional

attitude towards this environment is clearly negative. The tweet is intended to give pain

to the tweeter’s mother, hence making this ironic statement also sarcastic. Again, similar

to example 3, the common knowledge that vacuuming makes loud noises that can disrupt

one’s sleep is needed to accurately dissect this tweet and classify it as ironic and sarcastic.

Lastly, notice that even without the “#sarcasm” hashtag, common knowledge and world

knowledge allows us to interpret this tweet as sarcastic.

3.3 Implicit Display Theory Computational Model

Utsumi [20] developed a rough sketch of an interpretation algorithm. Given an utterance,

U , and a hearer’s context, W , the algorithm produces a set of goals, G, based on U . The

algorithm is as follows:

InterpretIrony(U,W)

0. G← φ, where φ are initial goals.

1. Identify the propositional content P of U and its surface speech act, F1.

2. Identify the three components for implicit display of ironic environment as follows:

(a) allusion – If the speaker’s expectation, E, is included in W , find out the

referring expression, Ur, in U and the referent R. If E is not included, assume

Ur = U .

(b) pragmatic insincerity – Find out what pragmatic principle is violated by U .

(c) emotional attitude – Detect verbal/non-verbal expressions that implicitly dis-

play the speaker’s attitude.
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3. Calculate the degree of ironicalness d(U) of U .

4. If d(U) > a certain threshold, Cirony, then

(a) Infer the speaker’s emotional attitude

(b) Infer the expectation, E, if necessary

(c) Add Fi (to inform that W includes ironic environment) to G

5. Recognize communication goals achieved by irony, and add them to G.

In the third step, the degree of ironicalness, d(U) takes a value between 0 and 3 and

is computed using the following seven measures, d1 to d7, each with a value from 0 to 1,

based on implicit display:

1. For the allusiveness of U :

(a) d1 = context-independent desirability of the referring expression, UR; in other

words, the asymmetry of irony

(b) d2 = degree of similarity between the speaker’s expectation event/state of

affairs, Q, and the referent, R; in other words, to what degree an utterance

alludes to an expectation.

(c) d3 = expectedness of E; it reflects a value where personal expectations should

be stronger than culturally/socially expected norms and conventions

(d) d4 = indirectness of expressing the fact that the speaker expects E; it rules

out non-ironic utterances that directly express the speaker’s expectation

2. For pragmatic insincerity of U :

(a) d5 = degree of pragmatic insincerity of U

3. For emotional attitudes in U :

18



(a) d6 = degree to which U implies the speaker’s attitude

(b) d7 = indirectness of expressing the attitude; it rules out non-ironic utterances

that directly express the speaker’s attitude

Using these seven measures, the degree of ironicalness, d(U) is defined by Equation 5:

d(U) = d4 ∗ d7 ∗
{
d1 + d2 + d3

3
+ d5 + d6

}
. (5)

Equation 5 “means that direct expressions of expectations and of emotional attitudes

cannot be ironic even if they implicitly display other components” [20]. Also, note that

the three measures d1 to d3 are averaged as they are the conditions for implicit display

and they equally contribute to the degree of ironicalness.

Although Utsumi’s theoretical algorithm uses logical assumptions, they all depend

heavily on world knowledge. Tsur et al pointed out that Utsumi’s algorithm “requires

a thorough analysis of each utterance and its context to match predicates in a specific

logical formalism” [18]. Hence, with the current state of the art, it is still impractical to

implement the algorithm on such a large scale or for an open domain.

3.4 Sarcastic Cues

One of the earliest attempts at recognizing sarcasm was done by Tepperman et al [16].

They developed and trained an automatic sarcasm recognition system for spoken dialogue

that used prosodic, spectral, and contextual cues. Their investigation was restricted to

the expression “yeah right” because of “its succinctness as well as its commmon usage

(both sarcastically and otherwise) in conversational American English” [16]. In addi-

tion, they restricted their experimentation to the Switchboard and Fisher corpora of

spontaneous two-party telephone dialogues.

Tepperman et al first classified contextual features for the expression, “yeah right”.

There are four types of speech acts:
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1. Acknowledgment – “yeah right” can be used as evidence of understanding. For

example:

A: Oh, well that’s right near Piedmont.

B: Yeah right, right...

2. Agreement/Disagreement – “yeah right” can be used to agree with the previous

speaker or disagree. Disagreement would only occur in the sarcastic case. For

example:

A: A thorn in my side: bureaucratics.

B: Yeah right, I agree.

3. Indirect Interpretation – “yeah right” in this case would not be directed at the

dialogue partner, but at a hearer not present. For example, it could be used to tell

a story as in the following example (this is the same example as in Section 3.2.2):

A: “‘...We have too many pets!’ I thought, ‘Yeah right, come tell me

about it!’ You know?”

B: [laughter]

4. Phrase-Internal – “yeah right” can also be used to point out directions as part of a

phrase. For example:

A: Park Plaza, Park Suites?

B: Park Suites, yeah right across the street, yeah.

Tepperman et al then classified five objective cues:

1. Laughter – Sarcasm is often humorous even though it can be an attack towards

another person.
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2. Question/Answer – An acknowledgment may not be so clear cut, and a question

answer format may be sarcasm, as in the indirect interpretation example above.

3. Start, End – The location of the “yeah right” gives clues as to whether it was

sarcastic or not. In the copora used, a sarcastic “yeah right” is usually followed by

an elaboration or an explanation of a joke.

4. Pause - Sarcasm is usually present in a witty repartee, or a quick back-and-forth

type of dialogue. If there is a pause that is longer than 0.5 seconds, it is a clear

indication that it could not have been intended to be sarcastic.

5. Gender - Sarcasm is generally used more by men than women. This is probably

one of the most controversial cues.

Next, Tepperman et al selected 19 prosodic features that characterize the relative

“musical” qualities of each of the words “yeah” and “right” as a function of the whole

utterance. For spectral features, they used the context-free recordings to train two five-

state Hidden Markov Models using embedded re-estimation in the Hidden Markov Model

Toolkit. They then obtained log-likelihood scores representing the probability that their

acoustic observations were drawn from each class - sarcastic and sincere. These scores and

their ratios were then used in their decision-tree-based sarcasm classification algorithm.

The data that Tepperman et al used was annotated as sarcastic or sincere by two

human labelers. Their agreement was very low when they were annotating dialogue

without the surrounding dialogue for context. With the context, their agreement reached

80%. Their entire dataset consisted of 131 uninterrupted occurrences of the phrase “yeah

right”, 30 of which were annotated as sarcastic. Their best result was when they classified

sarcasm using only contextual and spectral features. They obtained an F1 score of 70%

and an overall accuracy of 87%. Although these results are good, keep in mind that these

were results from a very restricted experiment. The usage of the cue “yeah right” is not
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enough to detect sarcasm in general, but this experiment does show that the presence of

context is important for sarcasm detection.

3.5 Semi-Supervised Recognition of Sarcastic Sentences

Probably the most well known approach to sarcasm detection was developed by Tsur et

al [18, 19]. They developed a novel semi-supervised algorithm for sarcasm identification

(SASI). The algorithm works in two parts. It first does semi-supervised pattern acqui-

sition for identifying sarcastic patterns that serve as features for a classifier, and then

it uses a classification algorithm that classifies each sentence to a sarcastic class. They

focused on Amazon reviews in [18] and expanded their data set to Twitter tweets in [19].

Tsur et al started with a small set of manually labeled sentences, each assigned a

scalar score of 1 to 5, where 5 means definitely sarcastic and 1 means a clear lack of

sarcasm. Using the small set of labeled sentences, a set of features were extracted. Two

basic types of features were extracted: syntactic and pattern-based features.

To aid in capturing patterns, terms and phrases like names and authors were replaced.

For example, the product/author/company/book name is replaced with ‘[product]’, ‘[au-

thor]’, ‘[company]’, and ‘[title]’, respectively. In addition, HTML tags and special symbols

were removed from the review text. The patterns were extracted using an algorithm that

classified words into high-frequency words (HFWs) and content words (CWs) [24]. A

word whose corpus frequency is more (less) than the threshold, FH (FC), is considered

to be an HFW (CW). The values of FH and FC were set to 1,000 words per million

and 100 words per million [25]. Contrary to [24], all punctuation characters, [product],

[company], [title], and [author] tags were considered as HFWs. A pattern is defined as

an ordered sequence of high frequency words and slots for content words.

The patterns that Tsur et al chose allow 2-6 HFWs and 1-6 slots for CWs. In addition,

the patterns must start and end with a HFW to avoid patterns that capture a part of

a multiword expression. Hence, the smallest pattern is [HFW] [CW slot] [HFW]. From
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the data set, hundreds of patterns were determined, but only some of those patterns are

useful. Thus, the useful patterns were selected by removing patterns that only occur in

product specific sentences or that occur in sentences labeled with 5 (sarcastic) and 1 (not

sarcastic). This eliminates uncommon patterns and patterns that are too general.

A feature value for each pattern for each sentence was computed as follows:

1 : Exact match – all pattern components appear in the sentence in the

correct order without any additional words.

α : Sparse match – all pattern components appear in the sentence, but addi-

tional non-matching words can be inserted between pattern components.

γ ∗ n/N : Incomplete match – only n > 1 of the N pattern components appear while

some non-matching words can be inserted in between. At least one of the

components that appear should be a HFW.

0 : No match – nothing or only a single pattern component appears in the

sentence.

(6)

The values of α and γ assign a partial score to the sentence and are restricted by:

0 ≤ α ≤ 1 (7)

0 ≤ γ ≤ 1 (8)

In all of the experiments done by Tsur et al, α = γ = 0.1. Using this system for the

sentence “Garmin apparently does not care much about product quality or customer

support”, the value for the pattern, “[title] CW does not,” would be 1 (exact match);

the value for “[title] CW not” would be 0.1 (sparse match); and the value for “[title] CW

CW does not” would be 0.1 ∗ 4/5 = 0.08 (incomplete match).

Tsur et al also used the following five simple punctuation-based features:
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1. Sentence length in words.

2. Number of “!” characters in the sentence.

3. Number of “?” characters in the sentence.

4. Number of quotes in the sentence.

5. Number of capitalized/all capitals words in the sentence.

Each of these features were normalized by dividing them by the maximal observed value.

To summarize, the features consist of the value obtained for each pattern and for each

punctuation-based features.

In order to obtain a larger dataset, Tsur et al used a small seed to query additional

examples using the Yahoo! BOSS API. Their new examples were then assigned a score

with a k-nearest neighbors (KNN)-like strategy. Feature vectors were constructed for

each example in the training and test sets. For each feature vector, v, in the test set,

the Euclidean distance to each of the matching vectors in the extended training set was

computed. The matching vectors were defined as the ones which share at least one

pattern feature with v. For i = 1, ..., 5, let ti be the 5 vectors with lowest Euclidean

distance to v. The feature vector, v is classified with a label l with the following:

Count(l) = Fraction of vectors in training set with label l (9)

Label(v) =

[
1

5

5∑
i

Count(Label(ti))Label(ti)∑5
j Count(label(tj))

]
(10)

Equation 10 is a weighted average of the 5 closest training set vectors. If there are less

than 5 matching vectors, then fewer vectors are used. If there are no matching vectors,

then Label(v) = 1, which means not sarcastic at all.

Tsur et al performed two evaluations of SASI. The first experiment used 5-fold cross

validation. The second experiment used a golden standard test, a test where humans
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labeled the sentences. SASI evaluated 180 manually human-labeled Amazon review sen-

tences selected from the semi-supervised machine learned set.

For the 5-fold cross validation, the seed data was divided into 5 parts. Four parts of the

seed were used as the training data and only this part was used for the feature selection

and data enrichment. Table 2 [18] shows the results for the 5-fold cross validation:

Table 2: 5-fold cross validation results for various feature types on Amazon reviews.

Precision Recall Accuracy F1 Score

punctuation 0.256 0.312 0.821 0.281
patterns 0.743 0.788 0.943 0.765

patterns+punctuation 0.868 0.763 0.945 0.812
enrich punctuation 0.4 0.39 0.832 0.395

enrich patterns 0.762 0.777 0.937 0.769
all: SASI 0.912 0.756 0.947 0.827

For the second evaluation, 180 new sentences were selected to be manually annotated.

Of the 180, half was classified as sarcastic and the other half was non-sarcastic. Tsur

et al employed 15 adult annotators of varying backgrounds, all fluent with English and

accustomed to reading Amazon product reviews. Each annotator was given 36 sentences

with 4 anchor sentences to verify the quality of the annotation. These anchor sentences

were the same for all annotators and were not used in the gold standard. Each sentence

was annotated by 3 of the 15 annotators on a scale from 1 to 5. The ratings of 1 and 2 were

marked as non-sarcastic and the ratings of 3 to 5 were marked as sarcastic. Additional

detail about the gold standard can be found in Section 4.2. The results of SASI is as

follows:

Table 3: Evaluation of sarcasm detection of golden standard.

Precision Recall False Pos False Neg F1 Score

Star-sentiment 0.50 0.16 0.05 0.44 0.242
SASI (Amazon) 0.766 0.813 0.11 0.12 0.788
SASI (Twitter) 0.794 0.863 0.094 0.15 0.827

Note that “Star-sentiment” in Table 3 only applies to Amazon review sentences. Table

3 [18, 19] shows the results of SASI and the “results of the heuristic baseline that makes
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use of meta-data, designed to capture the gap between an explicit negative sentiment

(reflected by the review’s star rating) and explicit positive sentiment words used in the

review.” As mentioned earlier, a popular definition of sarcasm is “saying or writing the

opposite of what you mean” [18]. Tsur et al’s baseline sarcasm classification is based off

of this definition and sarcastic sentences that have a low Amazon star rating generally

have a strong positive sentiment. SASI has a better precision, recall, and F1 score than

the baseline as SASI uses complex patterns, context, and more subtle features to classify

sarcasm.

Tsur et al also performed the same experiment on Twitter tweets [19]. They used a

Twitter API to extract 5.8 million tweets to perform semi-supervised learning on patterns

and punctuation features. To identify sarcastic tweets, they obtained tweets with the hash

tag, “sarcasm”, but this provided a lot of noise, as hashtags may not be fully accurate.

They also created a golden standard in a similar fashion by having annotators give

sarcasm ratings (additional information can be found in Section 4.2). Table 4 shows the

results of the 5-fold cross validation experiment and Table 3 shows the golden standard

for Twitter tweets results.

Table 4: 5-fold cross validation results for various feature types on Twitter tweets.

Precision Recall Accuracy F1 Score

punctuation 0.259 0.26 0.788 0.259
patterns 0.765 0.326 0.889 0.457

patterns+punctuation 0.18 0.316 0.76 0.236
enrich punctuation 0.685 0.356 0.885 0.47

enrich patterns 0.798 0.37 0.906 0.505
all: SASI 0.727 0.436 0.896 0.545

The results are somewhat mixed. According to Tables 2 and 4 [19], the 5-cross

validation for Amazon reviews provided a higher F1 score (0.827) than that of Twitter

tweets (0.545). However, the gold standard F1 score for the Twitter tweets (0.827) is

higher than that of the Amazon reviews (0.768). Tsur et al states three reasons why

the results are better for tweets for the gold standard experiment and not the 5-fold
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validation experiment. First, they claim that SASI is very robust because of the sparse

match (α) and incomplete match (γ) feature values. Second, SASI learns a model that

spans a feature space with more than 300 dimensions. Amazon reviews are only a small

subset of this feature space, thus giving tweets more features to evaluate. Lastly, Twitter

tweets are short 140 character sentences, which has little room for context. Hence, the

sarcasm in tweets are easier to understand than Amazon reviews. Tsur et al obtained

fairly good results, but they focused mainly on pattern and feature learning. This limits

the extensibility of their techniques. World knowledge and context are two features that

can aid in this issue.

3.6 Sarcasm Detection with Lexical and Pragmatic Features

Gonzáles-Ibáñez et al used lexical and pragmatic factors to distinguish sarcasm from

positive and negative sentiments expressed in Twitter messages [26]. To collect the

dataset, they depended on the hashtags of the tweets. For example, sarcastic tweets

would have tags like “#sarcasm” or “#sarcastic”, while positive tweets have hashtags

like “#happy”, “#joy”, and “#lucky”. In order to address the noise by Tsur et al [19],

Gonzáles-Ibáñez et al filtered all tweets where the hashtags of interest were not located at

the very end of the message and then performed a manual review of the filtered tweets to

make sure that the remaining hashtags were not specifically part of the message. Tweets

about sarcasm like “I really love #sarcasm.” were thus filtered out. Their final corpus

consisted of 900 tweets for each of the three categories: sarcastic, positive, and negative.

Two kinds of lexical features were used: unigrams and dictionary-based. The unigram

features are used to determine frequencies of words and they are used as a typical bag-

of-words. Bigrams and trigrams were explored, but they did not provide any additional

advantages to the classifier. The dictionary based features were derived from Pennebaker

et al’s LIWC dictionary, WordNet Affect (WNA), and a list of interjections and punctu-

ations. The LIWC dictionary consisted of 64 word categories grouped into four general
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classes: linguistic processes (LP) (e.g., adverbs, pronouns), psychological processes (PP)

(e.g. positive, negative emotions), personal concerns (PC) (e.g., work, achievement), and

spoken categories (SC) (e.g., assent, non-fluencies). These lists were merged into a single

dictionary and 85% of the words in the tweets are in this dictionary, which implied that

the lexical coverage was good. In addition to the lexical features, three pragmatic factors

were used. They were: i) positive emoticons like smileys, ii) negative emoticons like

frowning faces, and iii) ToUser, which marks if a tweet is a reply to another tweet.

The features were ranked using two standard measures: presence and frequency of

the factors in each tweet. A three way comparison of sarcastic (S), positive (P), and

negative (N) messages (S-P-N) and two way comparisons of sarcastic and non-sarcastic

(S-NS); sarcastic and positive (S-P), and sarcastic and negative (S-N) were performed

to find the discriminating features from the dictionary-based lexical factors plus the

pragmatic factors (LIWC+). In all of the tasks, the negative emotion, positive emotion,

negation, emoticons, auxiliary verbs, and punctuation marks are in the top ten features.

In addition, the ToUser feature hints at the the importance of common ground because

the tweet may only be understood between those two Twitter users.

Gonzáles-Ibáñez et al used a support vector machine classifier with sequential minimal

optimization (SMO) and logistic regression (LogR) to classify tweets in one of the follow-

ing classes: S-P-N, S-NS, S-P, S-N, and positive to negative (P-N). Three experiments

were performed using different features: unigrams, presence of LIWC+, and frequency of

LIWC+. SMO generally outperformed LogR and the best accuracy obtained for: S-P-N

was 57%; S-NS was 65%; S-P was 71%; S-N was 69%; and P-N was 76%. These results

indicate that lexical and pragmatic features do not provide sufficient information to ac-

curately differentiate sarcastic from positive and negative tweets and this may be due to

the short length of tweets, which limits contextual evidence.

Human judges were then asked to classify the same tweets as the machine learning

techniques did, and the results were similar. Interestingly, some human judges identified
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that the lack of context and the brevity of the messages made it difficult to correctly

classify the tweets. In addition, world knowledge is needed to properly analyze the tweets.

Hence, context and world knowledge may be helpful in machine learning techniques if

they can be properly molded into features.

3.7 Bootstrapping

Lukin and Walker developed a bootstrapping method to train classifiers to identify sar-

casm and nastiness from online dialogues [27], unlike previous works that focused on

monologues (e.g., reviews). Bootstrapping allows the classifier to extract and learn addi-

tional patterns or features from unannotated texts to use for classification. The overall

idea of bootstrapping that Lukin and Walker used was from Riloff and Wiebe [28, 29].

Figure 1 shows the flow for bootstrapping sarcastic features. Note that there are two

classifiers that use cues that maximizes precision at the expense of recall. “The aim of

first developing a high precision classifier, at the expense of recall, is to select utterances

that are reliably of the category of interest from unannotated text. This is needed to

ensure that the generalization step of ‘Extraction Pattern Learner’ does not introduce

too much noise” [27]. The classifiers in Figure 1 [27] use sarcasm cues that maximize

precision as well.

Figure 1: Bootstrapping flow for classifying subjective dialogue acts for sarcasm.
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In order to obtain sarcasm cues, Lukin and Walker used two different methods. The

first method uses χ2 to measure whether a word or phrase is statistically indicative of

sarcasm. The second method uses the Mechanical Turk (MT) service by Amazon to

identify sarcastic indicators. The pure statistical method of χ2 is problematic because it

can get overtrained as it considers high frequency words like ‘we’ as a sarcasm indicator,

while humans do not classify that word on its own as an indicator. Each MT indicator

has a frequency (FREQ) and an interannotator agreement (IA).

To extract additional patterns with bootstrapping, Lukin and Walker extracted pat-

terns from the dataset and compared them to thresholds, θ1 and θ2, such that θ1 ≤ FREQ

and θ2 ≤ %SARC. These patterns were then trained into the classifier and used to detect

sarcasm. The bootstrapping extracted additional cues from the χ2 cues and the MT cues

separately. Because the χ2 cues were excessive due to overfitting, the MT cues produced

better results.

Overall, Lukin and Walker obtained a precision of 54% and a recall of 38% for classify-

ing sarcastic utterances using human selected indicators. After bootstrapping additional

patterns, they achieved a higher precision of 62% and a recall of 52%. They conclude

claiming that their pattern based classifiers are not enough to recognize sarcasm as well

as previous works. As previous work claims, recognition depends on (1) knowledge of the

speaker, (2) world knowledge, and (3) context.

3.8 Senti-TUT

Bosco et al created the Senti-Turin University Treebank (senti-TUT) Twitter corpus,

which was designed to study irony and sarcasm for Italian, a language that is “under-

resourced” for opinion mining and sentiment analysis [30]. This corpus was divided

into two sub-corpora: TWNews and TWSpino. The features of irony and sarcasm that

were explored by Bosco et al are: polarity reverse of sentiment, text context, common

ground, and world knowledge. Polarity reverse of sentiment assumes the commonly used
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definition for irony or sarcasm – that the intended sentiment is the opposite of the literal

interpretation of the sentiment. Context, common ground, and world knowledge were

mentioned in previous sections. There are three steps for developing the corpus: data

collection, annotation, and analysis.

To collect the data, two different sources were used for the two sub-corpora. For

TWNews, tweets were extracted from the Blogmeter social media monitoring platform,

collecting Italian tweets posted during election season in Italy from October 2011 to

February 2012. The tweets that were selected had hashtags of the politicians’ names,

and about 19,000 tweets were collected. The tweets were filtered by removing retweets

and poorly written tweets (deemed by annotators), reducing the corpus down to 3,288

tweets. TWSpino was created with 1,159 messages from the Twitter section of Spinoza,

a very popular Italian blog of posts containing sharp satire on politics. These tweets

were from July 2009 to February 2012.

The data was then annotated on the document and subdocument level. They were

annotated morphologically and syntactically. Then, they were annotated with one of the

following categories: positive, negative, ironic, positive and negative, and none of the

above. Initially, five humans annotated a small dataset, attaining a general agreement

on the labels’ exploitation. Then, Bosco et al annotated the remainder of the tweets with

at least two annotators, obtaining a Cohen’s κ score of κ = 65%. Tweets that were too

ambiguous were discarded.

The human annotations were compared to the Blogmeter classifier (BC), which adopts

a rule-based approach to sentiment analysis, relying mainly on sentiment lexicons. A set

of 321 tweets were obtained from the annotated ironic tweets. Assuming the fact that

sarcasm has a feature of a reversal of sentiment, the variation between human annotators

and BC were considered as indicators of polarity reversing. The results of these tweets

are summarized as follows:

Table 5 [30] indicates that there is a large percentage of ironic tweets that shift polarity
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Table 5: Polarity variations in ironic tweets showing reversing phenomena.

BC Tag Human Tag % of Tweets

Positive Negative 33.6
Negative Positive 3.7
Positive None 22.2
Negative None 40.5

from the machine annotated positive tag to the human annotated negative tag. Also note

that there is an even higher percentage of tweets that went from negative to none. In

addition to this polarity reversal, Bosco et al explored emotion in ironic tweets. They used

Blogmeter’s rule-based classification and found that the majority of the TWNews ironic

tweets expressed emotions of joy and sadness and TWSpino were more homogeneous

since TWSpino select and revise tweets that were obtained.

Overall, Bosco et al concluded that polarity reversal is a feature of ironic tweets, but

also concluded saying that world knowledge and semantic annotation would help with the

classification of irony and sarcasm. The semantic relations among emotions may prove

useful as well.

3.9 Spotter

Spotter is a French company that developed an analytics tool in the summer of 2013

that claims to be able to identify sarcastic comments posted online [31]. Spotter has

clients including the Home Office, EU Commission, and Dubai Courts. Its proprietary

software combines the use of linguistics, semantics, and heuristics to create algorithms

that generate reports about online reputation and is able to identify sentiment with up

to an 80% accuracy. This sentiment analysis also considers sarcastic statements as UK

sales director, Richard May, claims. He gave an example of bad service, such as delayed

journeys or flights, as a common subject for sarcasm. He stated, “One of our clients

is Air France. If someone has a delayed flight, they will tweet, ‘Thanks Air France for

getting us into London two hours late’ - obviously they are not actually thanking them.”
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May also stated that their system is domain specific and they have to adjust their

system for specific industries [31]. For example, the word, “virus”, is generally negative,

but when you talk about a virus in the medical industry, it can possibly be positive. Simon

Collister, a lecturer in PR and social media at the London College of Communication,

said that tools like Spotter are often “next to useless”, especially since tone and sarcasm

is “so dependent on context and human languages.” Spotter charges a minimum of £1,000

per month for their software and services.

3.10 Sentiment Shifts

The latest work on sarcasm was done by Riloff et al, and they extended the feature

discussed by Bosco et al regarding polarity reversal [23]. Riloff et al considered this po-

larity reversal in conjunction with proximity. They focused mainly on positive sentiment

that immediately transitions to negative sentiment and negative sentiment that immedi-

ately transitions to positive sentiment, as in the example in Section 3.2.4. They used a

bootstrapping algorithm to automatically learn negative and positive sentiment phrases.

This algorithm begins with the word “love” to obtain positive lexicons. These positive

lexicons were then used to learn negative situation phrases. Then, positive sentiment

phrases near a negative phrase were learned. Lastly, the learned sentiment and situation

phrases were used to identify sarcasm in new tweets.

The bootstrapping used only part-of-speech tags and proximity due to the informal

and ungrammatical nature of tweets, which make parsing verb complement phrase struc-

tures more difficult. Similar to Tsur et al [18] and Lukin and Walker [27], the tweets that

were used for bootstrapping were those including the hashtag “#sarcasm” or “#sarcas-

tic”. A total of 175,000 tweets were collected and the part of speech tags were obtained

using Carnegie Mellon University’s tagger. Using the seed “love”, positive words were

obtained and used to extract negative situations, or verb phrases, by extracting unigrams,

bigrams, and trigrams that occur immediately after a positive sentiment phrase. In order
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for this system to recognize the verbal complement structures, a unigram must be a verb,

a bigram must match one of seven POS patterns, and a trigram must match one of 20

POS patterns. These negative situation candidates were then scored by estimating the

probability that a tweet is sarcastic given that it contains the candidate phrase following

a positive lexicon. Phrases that have a frequency of less than three and phrases that

are included by other phrases were discarded. Positive sentiment verb phrases were then

learned by using negative situation phrases similar to how negative verb phrases were

obtained.

Positive predicative phrases were then harvested by using negative situation phrases.

Riloff et al assumed that the predicative expression is likely to convey a positive sen-

timent. They also assumed that the candidate unigram, bigrams, and trigrams were

within 5 words before or after the negative situation phrase. Then, they used POS

patterns to identify those n-grams that correspond to predicate adjective and predicate

nominal phrases. Overall, the bootstrapping learned 26 positive sentiment verb phrases,

20 predicative expressions, and 239 negative verb phrases.

To test the learned phrases, Riloff et al created their own gold standard by having

three annotators annotate 200 tweets (100 negative and 100 positive). Their Cohen scores

between each pair of annotators were: κ = 0.80, κ = 0.81, and κ = 0.82. Each annotator

then received an additional set of 1,000 tweets to annotate. The 200 original tweets were

used as the tuning set and the 3,000 tweets were used as the test set. Overall, 23%

of the tweets were annotated as sarcastic despite the fact that 45% were tagged with a

“#sarcastic” or “#sarcasm” hashtag.

Out of the 3,000 tweets in the test set, 693 were annotated as sarcastic, so if a system

classifies every tweet as sarcastic, then a precision of 23% would be obtained. Riloff et

al performed several experiments using their assumption that a tweet is sarcastic if a

negative phrase is followed by a positive phrase and vice versa. For baselines, they used

support vector machines (SVM) with unigrams and a SVM with unigrams and bigrams.
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The training set used the LIBSVM library to train the two SVMs. The results are

summarized in Table 6. They also performed experiments using lexicon resources with

tagged words, but the results were poor and not worth further discussion. Lastly, they

combined their bootstrapped lexicons (using positive verb phrases, negative situations,

and positive predicates) with their SVM classifier and obtained better results as it picked

up sarcasm that SVM alone missed. These results are shown in Table 6 [23].

Table 6: Baseline SVM sarcasm classifier and bootstrapped SVM classifier.

System Recall Precision F1 Score

SVM with unigrams 0.35 0.64 0.46
SVM with unigrams and bigrams 0.35 0.64 0.48

Bootstrapped SVM 0.44 0.62 0.51

Overall, Riloff et al explored only a subset of sarcasm by assuming a polarity reversal

in sarcastic tweets. They obtained results that seemed similar to random guessing, but

focusing on one feature of sarcasm limited by syntax did not obtain results as good as

Tsur et al [18] or Spotter [31]. The methods that they explored focused on syntax and

n-grams, but do not consider context or world knowledge, which is usually present in

tweets and can provide better results.
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4 Resources

4.1 Internet Argument Corpus

Walker et al [32] created a corpus consisting of public discourse in hopes to deepen

our theoretical and practical understanding of deliberation, how people argue, how they

decide what they believe on issues of relevance to their lives and their country, how

linguistic structures in debate dialogues reflect these processes, and how debate and

deliberation affect people’s choices and their actions in the public sphere. They created

the Internet Argument Corpus (IAC), a collection of 390,704 posts in 11,800 discussions

by 3,317 authors extracted from 4forums.com. 10,003 posts were annotated in various

ways using Amazon’s Mechanical Turk; 5,000 posts started with a key phrase or indicator

(e.g., “really” and “I know”), 2,003 posts had one of these terms in the first 10 tokens,

and 3,000 terms did not have any of these terms in the first 10 tokens.

The MT annotators provided the following annotations: agree-disagree, agreement,

agreement (unsure), attack, attack (unsure), defeater-undercutter, defeater-undercutter

(unsure), fact-feeling, fact-feeling (unsure), negotiate-attack, negotiate-attack (unsure),

nicenasty, nicenasty (unsure), personal-audience, personal-audience (unsure), questioning-

asserting, questioning-asserting (unsure), sarcasm, and sarcasm (unsure). The features

that end with “(unsure)” take Boolean values - true or false for that feature. In addition,

one normal annotation is Boolean while the others are on a scale from -5 to 5, where 5

represents the most agreement to the question asked. The following are the questions

that were asked to the MT annotators with the scaling in parentheses:

1. Agree-disagree (Boolean): Does the respondent agree or disagree with the previous

post?

2. Agreement (-5 to 5): Does the respondent agree or disagree with the prior post?

3. Attack (-5 to 5): Is the respondent being supportive/respectful or are they attack-
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ing/insulting in their writing?

4. Defeater-undercutter (-5 to 5): Is the argument of the respondent targeted at the

entirety of the original poster’s argument OR is the argument of the respondent

targeted at a more specific idea within the post?

5. Fact-feeling (-5 to 5): Is the respondent attempting to make a fact based argument

or appealing to feelings and emotions?

6. Negotiate-attack (-5 to 5): Does the respondent agree or disagree with the previous

post?

7. Nicenasty (-5 to 5): Is the respondent attempting to be nice or is their attitude

fairly nasty?

8. Personal-audience (-5 to 5): Is the respondent’s arguments intended more to be

interacting directly with the original poster OR with a wider audience?

9. Questioning-asserting (-5 to 5): Is the respondent questioning the original poster

OR is the respondent asserting their own ideas?

10. Sarcasm (-5 to 5): Is the respondent using sarcasm?

Each of the posts were annotated by 5-7 MT annotators and no additional background

information was given (e.g., a definition of sarcasm).The agreement for sarcasm was poor,

with a Krippendorff’s α level of agreement of 0.22. According to Walker et al, “this class

has the least dependence on lexicalization and the most subject to interspeaker stylistic

variation” [32]. In addition to annotating the posts with the categories listed above, a

list of discourse markers was constructed.

Table 7 [32] lists the sarcasm markers and agreement amongst MT annotators; note

that the agreement levels for sarcasm markers are not very high. Again, this is due to

the abstract definition of sarcasm in the question given to the MT annotators.
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Table 7: Sarcasm markers and MT annotator agreement.

Discourse Marker Agreement

you 31%
oh 29%

really 24%
so 22%

I see 21%
(unmarked/no markers) 15%

I think 10%
actually 10%
I believe 9%

Overall, this corpus does provide a considerable amount of data that can be used for

sarcasm detection, but it is focused mainly on dialogic discourse. This thesis will focus

mainly on monologic discourse, such as reviews and tweets. Althought this corpus is

not used explicitly, the markers and some examples in this corpus are considered in this

thesis project.

4.2 Tsur Gold Standard

Tsur et al generated a corpus for sarcasm detection using semi-supervised methods, but

due to this, the corpus is not a “gold standard”, or tagged by actual humans [18, 19].

As discussed in Section 3.5, Tsur tested SASI using five-fold cross validation and also on

a gold standard of 100 Amazon and Twitter sentences. This gold standard was created

using Amazon’s Mechanical Turk service. Fifteen annotators were employed to annotate

sentences for the gold standard test set that Tsur used.

Before going to Mechanical Turk, Tsur used SASI to classify all sentences in the semi-

supervised generated corpus. A small set of 90 sarcastic and 90 non-sarcastic sentences

were sampled from the corpus. To make the sampling process more relevant, Tsur et al

introduced two constraints. First, they only sampled sentences containing a named-entity

or a reference to a named-entity. Second, they restricted the non-sarcastic sentences to

belong to negative reviews so that all sentences in the gold standard are drawn from the
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same population. The former allows the sentences to be explicit (as opposed to implying

a product) and the latter increases the chances of varying levels of direct or indirect

negative sentiment. The gold standard for Twitter tweets and Amazon sentences were

both obtained in the same way with the same constraints.

Each of the gold standard sets were divided into five batches, with each batch con-

sisting of 36 sentences from the gold standard set and four sentences acting as anchor

sentences. The anchor sentences consists of two sarcastic and two neutral sentences.

They were not part of the gold standard and were the same in all five batches. The

anchor sentences served as control sentences to ensure quality and consistency of the

annotations. The fifteen annotators rated each sentence on a scale of 1 to 5, with five

being the most sarcastic.

The annotations were then simplified to a binary scale with 1 to 2 being marked

as non-sarcastic and 3 to 5 as sarcastic. The Fleiss’ κ statistic to measure agreement

between multiple annotators was κ = 0.34 for the Amazon dataset and κ = 0.41 for

the Twitter dataset. Tsur et al concluded that due to the fuzzy nature of the dataset,

the κ values obtained were satisfactory. The anchor sentences had an inter annotator

agreement of κ = 0.53, which indicates that the results are consistent. Tsur et al points

out an interesting issue that arose from the Mechanical Turk annotations. Because

the annotators were told to annotate sentences of Amazon reviews, these sentences are

sometimes out of context and difficult to determine whether or not they are sarcastic.

Hence, this indicates the importance of context, even before SASI was tested by the gold

standard.

4.3 Amazon Corpus Generation

Filatova [17] generated a corpus consisting of regular and sarcastic Amazon product re-

views for research purposes in reliably identifying sarcasm and irony in text to ultimately

enhance the performance of natural language processing systems. The Amazon corpus
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generated consists of verbal irony and situational irony and is intended to help detection

of sarcasm on a document level and on a text utterance level. A text utterance is defined

to “be as short as a sentence and as long as a whole document” [17].

In contrast to Tsur’s gold standard corpus, Filatova’s corpus consists of entire reviews

rather than individual sentences. Filatova believes that by providing an entire document,

context can be used for learning new patterns for detecting sarcasm. This context allows

for sentences and documents to be more reliably annotated as sarcastic or non-sarcastic.

Filatova’s corpus is mainly a collection of pairs of Amazon product reviews, where both

reviews are written for the same product, but one is tagged as sarcastic and the other is

regular, or without sarcasm. There are some cases where individual reviews were excluded

due to poor quality after she reviewed the data collected. To collect the corpus that

can be used for identifying sarcasm on a macro (document) and micro (text utterance)

level, Filatova also used the services of Amazon’s Mechanical Turk. The data collection

consists of two steps: a step to collect pairs of product reviews and a step to perform

quality control and data analysis.

In the first step, Filatova asked MT annotators to find pairs of Amazon reviews for

the same product. Each pair must consist of a review that contains sarcasm and one

that does not. The following are the exact instructions for the task:

• First review should be ironic or sarcastic. Together with this review you should

1. cut-and-paste the text snippet(s) from the review that makes this review iron-

ic/sarcastic

2. select the review type: ironic, sarcastic or both (ironic and sarcastic)

• The other review should be a regular review (neither ironic nor sarcastic).

Filatova intentionally did not provide guidelines regarding the size of the sarcastic snip-

pets that were requested. This allows further analysis on the theory of irony and sarcasm.
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After the task, Filatova provided a detailed outline of the submission procedure. Each

submitted review included the following:

1. a link to the product review to be able to obtain other useful information, such as

the number of stars assigned to the review

2. ironic/sarcastic/both annotations that can be used for research and for Filatova’s

hypothesis on whether people can reliably distinguish between irony and sarcasm.

Filatova obtained 1,000 pairs of Amazon product reviews, but several did not provide the

requested information and were excluded. In addition, duplicate reviews (reviews that

are exactly identical) were removed. Overall, 1,905 reviews were obtained from step one.

Thus, not all reviews are paired in the final corpus.

The second step is to assure quality in the reviews and annotations obtained as data

submitted by MT annotators can contain noise and spam. A new set of annotators

were recruited and each review from step one was annotated by five new annotators.

This allows the elimination of reviews that are submitted as sarcastic, but are clearly

not. In addition to quality control, Filatova asked annotators to guess the number of

stars assigned to the product by the review author. This data was analyzed to draw

conclusions about human perception of irony and sarcasm.

There were two things that Filatova considered for the quality control of the corpus:

simple majority voting and an algorithm based on Krippendorff’s alpha coefficient be-

tween reliable annotators and unreliable annotators. All three labels (ironic, sarcastic,

and both) are considered the same. Only those reviews that passed both quality control

tests are part of the final corpus. In the end, the corpus has 437 sarcastic reviews and

817 regular reviews. Out of these reviews, there are 331 pairs, 106 sarcastic, and 486

regular reviews. The fact that there are more regular reviews remaining indicates that

ironic and/or sarcastic reviews are difficult for humans to agree on. This corpus will be

the primary corpus used for this thesis on sarcasm detection using context and world
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knowledge.

Table 8 [17] shows the distribution of stars (from 1 to 5 stars) assigned to the Amazon

reviews in Filatova’s corpus. Looking at the distribution, the majority of sarcastic reviews

are written by people who assign low scores to the reviewed products. 59.94% of the

sarcastic reviews only received 1 star. Also, the majority of the regular reviews received

high scores. 74.05% of the regular reviews received 5 stars. Thus, it can be concluded

that it is easier to find irony and sarcasm amongst low scored reviews and regular reviews

amongst high scoring reviews.

Table 8: Distribution of stars assigned to Amazon reviews.

Total 1 Star 2 Stars 3 Stars 4 Stars 5 Stars

sarcastic 437 262 27 20 14 114
regular 817 64 17 35 96 605

In terms of the secondary data collection from step two, Filatova obtained a high

correlation between guessing the number of stars and the actual number of stars assigned

to the product. For each review, there are five MT annotators guessing the number of

stars. These values were averaged and the correlation obtained is 0.889 for all reviews,

0.821 for sarcastic reviews, and 0.841 for regular reviews. Thus, Filatova concluded that

even with the presence of irony, readers can still understand the product quality given

only the text of the review.

4.4 ResearchCyc

In order to tackle the issue of world knowledge, ResearchCyc was used. ResearchCyc

is a version of Cyc for use by the research community. Cyc, created by Cycorp, has a

primary goal “to build a large knowledge base containing a store of formalized background

knowledge suitable for a variety of reasoning and problem-solving tasks in a variety of

domains” [5, 33]. The Cyc project has spanned the past thirty years, involving more than

900 person-years of effort to manually build a knowledge base (KB) that is intended to
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capture common-sense background knowledge, also known as world knowledge. The KB

has been designed to support future representation of knowledge and reasoning tasks.

The Cyc KB has over 500,000 concepts and forms “an ontology in the domain of

human consensus reality” [5]. It has over 5,000,000 assertions, which are facts and rules,

that connect these concepts. Cyc is more powerful than other tools like WordNet because

it contains information about more than just words. Although WordNet and Cyc depict

relationships such as “ISA”, WordNet’s relationships are limited to just individual words.

Cyc attempts to solve this issue by also containing relationships between concepts. For

example, Cyc knows that a dog is a domesticated animal and a biological species that is

part of the canis genus.

In order to represent this knowledge, Cycorp created the CycL Language. This

language expresses extensions to first order logic and “enables differentiation between

knowledge involving a concept, as opposed to knowledge about the term that expresses

the concept” [33]. In other words, in addition to being able to represent “dog” as those

concepts mentioned earlier, the term, “dog,” can have origin information stored in Cyc’s

KB, such as when this term was created and by whom in history. CycL also can handle

higher order logics. It can quantify predicates, functions, and sentences. Cycorp provides

some examples of CycL on their website, but some examples can get quite complex and

CycL is beyond the scope of this thesis.

The most important and relevant part of the Cyc KB to this thesis is the underlying

taxonomic structure of the concepts. The taxonomic knowledge is expressed in CycL with

the predicates “isa” and “genls”. Figure 2 [5] shows an image of the general taxonomy

of Cyc. Note that “Thing” is the “universal collection”, meaning it contains everything

there is.

The Cyc KB is subdivided into the upper, middle, and lower ontologies. Each of these

divisions captures the level of generality of the information contained within them. The

upper ontology consists of general, abstract structural concepts. Because of its general
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Figure 2: Cyc knowledge base general taxonomy.

nature, this consists of the smallest number of concepts. The middle ontology captures a

layer of abstraction that is widely used, but not universal to all knowledge. For example,

broad knowledge of human interactions, everyday items, and events generally fall under

the middle level of Cyc. Lastly, the lower ontology contains domain-specific knowledge.

This includes concepts specific to subjects like chemistry or information regarding a

particular person or nation. The ResearchCyc KB was used to aid in sarcasm detection

and further discussion can be found in Section 5.3.6.
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5 Project Description

This thesis project was divided into five main parts. The first part was to decide on

a corpus to use and how it would be used. For this project, Filatova’s corpus, further

discussed in Section 5.1, has been used. Then, in order to incorporate world knowledge

into sarcasm detection, a mapping was created from Stanford’s sentiment treebank to

the ResearchCyc taxonomy, essentially creating a ResearchCyc sentiment treebank. This

is discussed in further detail in Section 5.2. The third and fourth parts of this project

considered various features discussed in Section 3 for sarcasm detection on the sentence

level (Section 5.3) and the document level (Section 5.4). Lastly, the training and testing

of these features using support vector machines (SVM) is discussed in Section 5.5.

Figure 3: Sarcasm detection work flow diagram.

Figure 3 shows the work flow of this thesis project. Each box represents a feature

that has been used by the SVM, and the arrows indicate which feature have been used to

generate another feature. For example, sentence sentiment count, sentiment sentiment

patterns, and document-level punctuation are all used as features for document-level

sarcasm detection. The features are also grouped in relation to the level of sarcasm

detection they are used for. More details on the interactions of each part will be discussed

in the remainder of this section.
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5.1 Filatova Corpus Division

Filatova’s Amazon corpus, which was discussed in Section 4.3, is the main corpus used for

training and evaluation in this thesis project. As mentioned in that section, the corpus

has 437 sarcastic reviews and 817 regular reviews. Out of these reviews, there are 331

paired reviews, 106 sarcastic reviews, and 486 regular reviews. For this thesis project,

Filatova’s corpus was divided into three sets: training, tuning, and test.

The training set consists of 188 randomly selected pairs of reviews, 324 regular reviews,

and 71 sarcastic reviews. Thus, in total, there are 512 regular reviews and 259 sarcastic

reviews in this set. The purpose of the training set is primarily to extract reliable features

of sarcasm for training a machine learning model. The machine learning algorithm that

has been used is SVMs. Additional details can be found in Section 5.5.

The tuning set consists of 93 randomly selected pairs of reviews, 162 regular reviews,

and 35 sarcastic reviews. Thus, in total, there are 255 regular reviews and 128 sarcastic

reviews. The purpose of the tuning set is to run the trained model on this set with

different manually adjustable parameters and combinations of features. By allowing the

trained model to be run through the tuning set multiple times, the features can be further

refined and hence, better results can be obtained.

Lastly, 50 randomly selected pairs of reviews were set aside to serve as the test set.

The test set is intended to be used as the final set for evaluating the system. This set was

not touched or tested upon in any way until the results of the tuning set were satisfactory.

The results of the test set provides an unbiased view of the performance of this thesis’s

approach to sarcasm detection. The results can be found in Section 6.3.

5.2 ResearchCyc Sentiment Treebank

As discussed in Section 4.4, ResearchCyc is a knowledge base that consists of world

knowledge concepts. These concepts are stored in constants and related through asser-

tions. This thesis focuses primarily on the constants portion of ResearchCyc and the “isa”
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and “genls” taxonomies that have been extracted from the knowledge base. These tax-

onomies have been stored in data structures that allow concepts to be compared. When

looking at two concepts, there is an inherent similarity value between them, whether

or not they are similar or very different. For example, humans can easily tell that the

concepts “Dog” and “GermanShepardDog” are very similar, as they are both dogs. In

contrast, the concepts “SonyPlayStation3-TheProduct” and “ActorInMovies” are clearly

not as closely related. They may have very faint relationships in the sense that an actor

in movies can be a voice actor in Playstation 3 video games, but the necessity to bend

the original concepts quite a bit to find a relationship indicates that they are not similar.

5.2.1 Similarity - Wu Palmer

In order to quantize similarity, the Wu Palmer Similarity has been used. Wu and Palmer

[34] developed a similarity formula as a result of their approach to machine translation of

verbs between English and Chinese in a general domain, a problem that is far from solved

today. Wu and Palmer proposed a novel verb semantic representation that defines each

verb by a set of concepts in different conceptual domains, and based on this representa-

tion, they defined a similarity measure. This similarity measure allows the correct lexical

choice to be achieved even if there lacks an exact lexical match from the source language

to the target language. Wu and Palmer analyzed various types of verbs in Chinese and

focused mainly on the verb “break”.

In Chinese, there are various verbs that have a meaning similar to that of “break,”

but these verbs have a more domain specific meaning. For example, there are verbs

that mean “to break a promise,” “to break out,” and “to break into pieces.” Because

of these variations, it is difficult to map an English verb to a Chinese verb. Hence, Wu

and Palmer suggested that it is necessary to have fine-grained selection restrictions to

verbs that can be matched in a flexible fashion. In addition, these restrictions can be

augmented based on context-dependent knowledge-based understanding. The underlying
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structure of the restrictions and the knowledge base was modeled in a verb taxonomy that

is similar to that of ResearchCyc, except that it is focused on verbs and not concepts.

The verb taxonomy relates verbs with similar meanings by associating them with the

same conceptual domains.

Figure 4: The taxonomy for the Wu Palmer concept similarity measure.

Figure 4 [34] shows the general structure of the taxonomy. The root represents the

most general domain for the concepts nodes C1 and C2. Node C3 represents the lowest

common superconcept of C1 and C2. N1 is the number of links between C1 and C3. N2

is the number of links between C2 and C3. N3 is the number of links from C3 to the

root. The conceptual similarity between two concepts, C1 and C2, is defined as:

ConSim(C1, C2) =
2 ∗N3

N1 +N2 + 2 ∗N3
. (11)

Wu and Palmer then generalized the concept similarity measure to a general domain by

taking a summation of weighted similarities between pairs of similar concepts in each of

the domains that the two verbs are projected onto. The formula is expressed as follows:

WordSim(V1, V2) =
∑
i

Wi ∗ ConSim(Ci,1, Ci,2), (12)

where the weight, Wi, is determine by which domain is more relevant in this similarity.

Wu and Palmer developed UNICON, a prototype lexical selection system that uses

the concept and word similarity measure defined in Equations 11 and 12. They tested
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UNICON on 21 English verbs that have been selected from the 400 Brown corpus sen-

tences. Of these sentences, 100 were used as training samples and the other 300 were

divided into two test sets. For one test set, the lexical selection of the system got an

accuracy of 57.8% for the translation of verbs from English to Chinese. After assign-

ing conceptual meanings to the system’s hierarchy, an accuracy of 99.45% for correct

translations was obtained. For the second test set, the accuracy was 31% originally, and

after adding meanings, the accuracy improved to 75%. Thus, Wu and Palmer obtained

very good results after applying world knowledge to their machine translation, and, in

the process, they developed a very useful similarity measure. The Wu Palmer concept

similarity measure, given by Equation 11, has been be applied to ResearchCyc in order

to provide sentiments to concepts.

5.2.2 Mapping From Stanford Sentiment Treebank to ResearchCyc Senti-

ment Treebank

As discussed in Section 2.2.5, Socher et al [2, 13] introduced the Stanford Sentiment

Treebank (which is part of Stanford’s open source natural language processing library,

CoreNLP) that, in conjunction with the recursive neural tensor network, increases the ac-

curacy of sentiment classification. As mentioned earlier, this thesis is focused on sentence-

level and document-level sarcasm detection. One of the features that was extracted to

aid in sentence-level sarcasm detection is the sentiment of words. However, as alluded

to by several authors in Section 3, world knowledge can play a role in improving the

accuracy of sarcasm detection. Such world knowledge is stored in the form of concepts

that are organized as a taxonomy in ResearchCyc. With the combination of Stanford’s

sentiment analyzer, ResearchCyc’s auto complete feature, and the Wu Palmer concept

similarity measure, a ResearchCyc Sentiment Treebank has been created for this thesis

project.

There are three main steps in the creation of the ResearchCyc Sentiment Treebank.
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First, words were obtained from the Stanford Sentiment Treebank and the training set,

along with their sentiment scores. Stanford’s sentiment analyzer can classify the senti-

ment of these terms with five different ratings (their scalar values are in parentheses):

very negative (0), negative (1), neutral (2), positive (3), and very positive (4). Once

this data was collected for every word, each word was entered into ResearchCyc’s auto

complete function. The auto complete function mapped the word to the concept, which

are stored constants, in ResearchCyc’s knowledge base. These concepts were assigned the

sentiment that was associated with the original term. Lastly, as ResearchCyc’s knowledge

base is more domain independent than Stanford’s Sentiment Treebank and sentiment an-

alyzer, there are a lot of concepts that do not have a direct mapping, and thus do not

have a sentiment assigned to them. This was where the Wu Palmer concept similarity

measure comes in. For each concept node that did not have a sentiment, the sentiment

of the most similar concept that did have a rating multiplied with a scaling was assigned.

This scaling factor was based on the Wu Palmer Similarity. This computed sentiment

approaches the neutral rating of 2. The most similar concept is obtained by examining

all of the ancestors and descendants of the node and applying the Wu Palmer concept

similarity measure. The concept with the highest measure is the most similar. With

this similarity sentiment extrapolation, the entire ResearchCyc taxonomy is now a con-

cept sentiment treebank that can be used in sarcasm detection to overcome the issue of

domain-specific limitations.

5.3 Sentence-Level Sarcasm Detection

There are two levels of sarcasm detection that this thesis focuses on – sentence-level and

document-level. As shown in Figure 3, for sentence-level sarcasm detection, this thesis

project uses six main feature categories: sarcasm cue words and phrases, sentence-level

punctuation, part of speech patterns, word sentiment count, word sentiment patterns,

and the ResearchCyc Sentiment Treebank. For sentence-level sarcasm detection, the re-
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views in the training, tuning, and test set have been segmented into sentences so that

each individual sentence can be classified as sarcastic or non-sarcastic. For sentence seg-

menting, Stanford’s sentence segmenter, which is part of Stanford’s CoreNLP, has been

used [35]. The actual implementation details can be found in [35] and any further discus-

sion about sentence segmentation is beyond the scope of this project. After segmenting

the sentences from the Amazon reviews, the six types of features are extracted from each

sentence for training the SVM model. Further details of each feature are discussed in the

following subsections.

5.3.1 Sarcasm Cue Words and Phrases

The use of sarcastic cue words and phrases as features was inspired by Tepperman et al

[16] with their use of the cue, “yeah right” (see Section 3.4), Tsur et al [18, 19] with their

use of patterns of phrases such as “[title] CW not” (see Section 3.5), Lukin and Walker

[27] with their bootstrapping of cues (see Section 3.7), and the observations from the

creation of the Internet Argument Corpus from Walker et al [32] (see Section 4.1). Out

of all of the previous works, Tsur et al obtained the best results, but note that although

he used Amazon reviews for his corpus, the majority of his corpus was generated with a

semi-supervised algorithm based on the small initial set of reviews that he had. Hence,

the reviews that he collected were prone to being domain specific.

In this thesis project, Amazon reviews collected by Filatova were not domain specific

because the Mechanical Turk annotators were told to collect any review as long as they

found a pair with and without sarcasm. Hence, the review topics varied from electronics

to pens. The sarcasm cue words and phrases are extracted from the sentences of the

Amazon reviews by doing a simple frequency count of words and phrases (bigrams, tri-

grams, and 4-grams) in sarcastic sentences and non-sarcastic sentences. The cues that

occur in more sarcastic sentences than non-sarcastic sentences have been used as features

of sentence-level sarcasm. The exact details on the selection of the cues are discussed in
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Section 6.2.3.

5.3.2 Sentence-Level Punctuation

Using punctuation was inspired by Tsur et al [18, 19] in their use of punctuation-based

features, such as the number of “!” and “?”, as indicators of sarcasm (see Section 3.5).

Unfortunately, they obtained the lowest results. However, that does not necessarily mean

that punctuation is a bad indicator of sarcasm. Tsur et al only considered five different

punctuation-based features, but there are additional punctuation-based features that may

prove useful. This thesis considers the following additional punctuation-based features:

1. The number of “...” in a review. Nowadays, this ellipsis punctuation is used to

indicate a pause or to imply something negative, as in the sentence, “This product

is great if you want to lose all of your hair...”.

2. The number of smiley faces, such as “:)”, “:-)”, and “ˆ ˆ”. These are clear indica-

tions of sentiment, but can be used in the opposite sense if the review is negative.

3. The number of frown faces, such as “:(”, “:-(”, and “T T”.

4. The number of tilde marks. Sometimes, tilde marks are used to denote sentiment

as well.

These features are counted for each sentence.

5.3.3 Part of Speech Patterns

The use of part of speech patterns was inspired by Riloff et al [23] in their use of POS

patterns to machine learn sentiment words (see Section 3.10). In this thesis, this has

been used as a direct feature to sarcasm detection. In order to obtain the part of speech

of each word in each sentence in the Amazon reviews, Stanford’s CoreNLP part of speech

tagger [36] has been used. The exact details of the implementation of this tagger can
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be found in [36], but further discussion on its implementation and design is beyond the

scope of this thesis.

The extraction of part of speech patterns has been done in a similar fashion to ex-

tracting the cue words and phrases for sentence-level sarcasm detection. The part of

speech patterns that are considered consisted of at least three part of speech tags (e.g.,

ADV+ADJ+N). The part of speech patterns are counted in sarcastic and non-sarcastic

sentences in the training set. The patterns that are more prominent in the sarcastic

sentences have been used as features. The exact details on the selection of the patterns

for this thesis are discussed in Section 6.2.2

5.3.4 Word Sentiment Count

The use of word sentiment count was inspired by Bosco et al [30] and Riloff et al [23] (see

Sections 3.8 and 3.10) for their use of sentiment shifts for sarcasm detection. However,

word sentiment count is simpler than sentiment shifts; this feature simply counts the

number of positive and negative words in the sentence. As mentioned in Section 5.2.2,

sentiment of words are extracted using Stanford’s CoreNLP sentiment analyzer [2, 13].

The word sentiment count has been recorded in two ways. One way is binary – positive

and negative. Neutral words are ignored. The other way is using the four classification

classes provided by CoreNLP – very negative, negative, positive, and very positive. The

sole use of word sentiment count features provide a very bare-bone baseline for sarcasm

detection.

5.3.5 Word Sentiment Patterns

Riloff et al [23] did not obtain good results for their sarcasm detection using a basic

form of word sentiment patterns, which were simply sentiment shifts. Their poor results

could be attributed to the fact that they were using twitter tweets, which are generally

less focused, in addition to the fact that they bootstrapped the sentiment words used for
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the sentiment shifts (see Section 3.10). This thesis uses CoreNLP for sentiment analysis,

which obtained good accuracies for sentiment.

In this thesis, word sentiment have been extracted similar to how part of speech

patterns were extracted. After obtaining all of the word sentiments for all sentences,

word sentiment patterns were counted in both sarcastic and non-sarcastic sentences. For

example, a word sentiment pattern is “positive, positive, negative.” The most prominent

sentiment patterns are then taken to be features for sentence-level sarcasm detection.

The exact details on the selection of these sentiment patterns are discussed in Section

6.2.1.

5.3.6 ResearchCyc Sentiment Treebank

Not every word in the Amazon reviews collected by Filatova exists in Stanford’s CoreNLP

sentiment analyzer, since it was trained using movie reviews [2, 13]. These missing words

are simply given a neutral sentiment. In addition, the sentiment analyzer is based off

of the words on the training set, and has no concept of world knowledge built into its

infrastructure. By applying the ResearchCyc Sentiment Treebank, as discussed in Section

5.2, more words have sentiment due to the application of world knowledge. This would

potentially enhance the word sentiment count and word sentiment patterns extracted for

sarcasm detection.

5.4 Document-Level Sarcasm Detection

Document-level sarcasm detection is the other focus of this thesis. In document-level

sarcasm detection, the goal is to classify whether or not a document, or in this case,

an Amazon review, is sarcastic. As alluded by the previous works in sarcasm detection,

context is important. Context is used in the form of features that exist throughout the

document. Context is embodied in the features listed on the right half of Figure 3. The

types of features in document-level sarcasm detection are: sentence sentiment count,
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sentence sentiment patterns, and document-level punctuation.

5.4.1 Sentence Sentiment Count

Sentence sentiment count is the most basic of all types of features for document-level

sarcasm. Similar to word sentiment count (discussed in Section 5.3.4), sentence sentiment

count tallies the number of positive and negative sentences in a given Amazon review.

This has been done using Stanford’s CoreNLP sentiment analyzer as well [2, 13]. For this

set of features, the sentences that have neutral sentiment are ignored. In addition to the

binary sentiment classification, the more detailed sentiment breakdown, with the ratings

from very negative to very positive, are also recorded as features as well. By considering

all of the sentence sentiments in a document, a basic form of context has been applied

to sarcasm detection.

5.4.2 Sentence Sentiment Patterns

Building off of sentence sentiment count, sentence sentiment patterns are also used as

features for document-level sarcasm. This set of features also parallel the word sentiment

pattern features, discussed in Section 5.3.5. This set of features has been collected in

a similar fashion by taking the most prominent sentiment patterns that are in sarcastic

documents compared to non-sarcastic documents. The exact details on the selection of

these sentiment patterns are discussed in Section 6.2.5.

5.4.3 Document-Level Punctuation

The last of the features for document-level sarcasm detection is document-level punc-

tuation. Again, this set of features parallels the sentence-level punctuation features,

discussed in Section 5.3.2. The features collected are the same as those in sentence-level

punctuation. The main advantage of document-level punctuation is that there are more

punctuation-based features on the document level due to the large amount of text avail-
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able. It is more unlikely for features such as smiley faces to be in all individual sentences

that are analyzed in the sentence-level sarcasm detection. Hence, punctuation is expected

to play a much greater role in document-level sarcasm detection.

5.5 Training and Testing

After collecting all of the features for sentence-level and document-level sarcasm detec-

tion, a machine learning algorithm is needed to train a model to accurately predict and

classify whether Amazon review sentences and documents are sarcastic or non-sarcastic.

For this thesis, the primary machine learning algorithm for sarcasm detection is support

vector machines (SVM). Specifically, this thesis project makes use of LIBSVM. Chang

and Lin [37] developed LIBSVM in 2000. They continue developing and maintaining this

open source SVM library to the present day.

SVM was selected to be the machine learning algorithm for this thesis project be-

cause it is a popular machine learning method for binary classification. LIBSVM supports

binary- and multi-class classification. Additional details regarding the actual implemen-

tation of LIBSVM is beyond the scope of this thesis, but can be found in [37].
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6 Results and Evaluation

6.1 ResearchCyc Sentiment Treebank Effects

As discussed in Section 5.2, a ResearchCyc Sentiment Treebank has been created for this

thesis project. In the creation of this treebank, concepts were directly mapped from the

Stanford CoreNLP Sentiment Treebank to this treebank. In addition, concepts without a

sentiment were assigned the sentiment of the most similar rated concept, after multiplying

the offset from the neutral sentiment rating by the Wu Palmer Similarity. Equation 13

shows this relationship:

sentimentconcept w/o sent = (sentimentconcept w/ sent − 2) ∗ similarity + 2. (13)

As discussed in Section 5.2.2, Stanford’s sentiment analyzer classifies sentiment on a

scale of 0 to 4, where 0 is the very negative, 1 is negative, 2 is neutral, 3 is positive,

and 4 is the very positive. In Equation 13, we are weighting the distance from 2 by the

similarity, then adding 2, ensuring that the positive sentiment stays positive and negative

sentiment stays negative. The similarity of each concept was then rounded to the nearest

whole number to keep the scaling in this treebank and the Stanford Sentiment Treebank

consistent.

Table 9 summarizes the sentiment adjustments using the ResearchCyc Sentiment

Treebank on all of the words in the three sets of Filatova’s Amazon corpus.

Table 9: ResearchCyc Word Sentiment Effects

Data Set Words Adjusted Total # of Words Percentage

Training 1012 183068 0.553%
Tuning 526 89838 0.585%
Testing 116 21674 0.535%

Average 0.558%

As seen from the table, the number of words with a sentiment adjustment is 0.558%.

Although this number is small, the words that were affected makes quite a bit of sense.
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For example, the word “sicko” was not available in the Stanford CoreNLP Sentiment

Treebank. Hence, it was given a neutral rating, but with the usage of the Wu Palmer

Similarity and the mapping, “sicko” was accurately assigned a negative rating of 1. An-

other example is the word, “wedding.” This word was given a neutral rating by Stanford’s

Sentiment Treebank. A wedding is a day where two people get married and live a long and

happy life together; something that has a positive connotation to it. The ResearchCyc

Sentiment Treebank accurately assigned the word with a positive sentient of 3. A longer

list of example words that had their sentiments adjusted by the ResearchCyc Sentiment

Treebank can be found in Table 23 of Appendix A.

The ResearchCyc Sentiment Treebank directly impacts the word sentiment count and

word sentiment pattern features. New word sentiment counts and patterns resulted in

applying this treebank to the words that were tagged as neutral by Stanford’s CoreNLP

sentiment analyzer. More details are discussed in Section 6.2.4.

6.2 Selection of Features

As discussed in Sections 5.3 and 5.4, features were extracted from the training set, tuning

set, and test set of Filatova’s Amazon review corpus. These features are: word sentiment

patterns, part of speech patterns, cues, and sentence sentiment patterns. The patterns

for features were all extracted from the training set. For simplicity, the term “n-gram” is

used to describe the length of the patterns. For example, a bigram means that a pattern

is two features long (words, parts of speech, etc.) and a 5-gram is a pattern that is

five features in length. All of the patterns were selected based on the frequencies of the

pattern and the ratio of the pattern frequency in sarcastic reviews to regular reviews.

The highest ratio and lowest ratio patterns were then selected to be extracted from the

sentences or documents as features for training the SVM. The tables in the following

sections show the length of the pattern, the minimum frequency of the pattern, the

largest allowable sarcastic-to-regular ratio (ratio infimum), and the smallest allowable
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sarcastic-to-regular ratio (ratio supremum). The patterns with a ratio under the ratio

infimum are the non-sarcastic features and the patterns with a ratio above the ratio

supremum are the sarcastic features. Note that for the sentence-level detection features,

the ratio of the sarcastic to regular frequency ratio is quite low and that is due to the

greater number of regular sentences in the corpus.

6.2.1 Selecting Word Sentiment Patterns

Table 10: Selecting Word Sentiment Patterns

n-gram Min Frequency Ratio Infimum Ratio Supremum

2 0.000 < 0.11 > 0.13
3 0.001 < 0.11 > 0.13
4 0.001 < 0.10 > 0.16
5 0.001 < 0.10 > 0.16

Table 10 shows the values that were used to select the word sentiment patterns. Some

examples of sarcastic word sentiment patterns that were used include: negative negative,

negative neutral, positive neutral negative, and negative neutral positive. Some exam-

ples of regular word sentiment patterns that were used include: neutral positive, and

positive neutral neutral. A complete list of the word sentiment patterns used for this

thesis project can be found in Tables 24, 25, 26, and 27 of Appendix B. Note that gen-

erally, the sarcastic patterns have a negative part in the pattern. Regular patterns may

have a negative part or two, but they generally lean towards the positive sentiments.

6.2.2 Selecting Part of Speech Patterns

Table 11: Selecting Part of Speech Patterns

n-gram Min Frequency Ratio Infimum Ratio Supremum

1 0.0001 = 0.00 > 0.5
2 0.0001 = 0.00 > 0.5
3 0.00005 = 0.00 > 0.5
4 0.00005 = 0.00 > 0.5
5 0.000025 = 0.00 >= 0.5
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Table 11 shows the values that were used to select the word sentiment patterns. Some

examples of sarcastic POS patterns that were used include: PRP DT, NN MD VB,

and VB PRP DT NN. Some examples of regular POS patterns that were used include:

CC VBZ, RB RB IN, and IN DT NN CC DT. Table 28 shows the mapping from the

tags used in Stanford’s CoreNLP’s part of speech tagger [38]. A complete list of the

POS patterns used for this thesis project can be found in Tables 29, 30, 31, and 32 of

Appendix B.

6.2.3 Selecting Cues

Table 12: Selecting Cues

n-gram Min Frequency Ratio Infimum Ratio Supremum

1 0.0001 = 0.00 > 0.5
2 0.0001 = 0.00 > 0.5
3 0.00005 = 0.00 > 0.5
4 0.00005 = 0.00 > 0.5
5 0.000025 = 0.00 >= 0.5

Table 12 shows the values that were used to select the cues to extract. Some examples

of sarcastic cues that were used include: “stupid,” “I mean,” “supposed to be,” and “I

was going to.” Some examples of regular cues that were used include: “battery life,” “as

much as,” and “I have to admit I.” A complete list of cues used for this thesis project can

be found in Tables 33, 34, 35, 36, and 37 of Appendix B. The cues that are italicized are

sarcastic and the non-italicized cues are non-sarcastic. Note that the sarcastic cues are

generally negative or transitions to a contrasting idea. This correlates with the sentiment

patterns discussed in Section 6.2.1.
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6.2.4 Selecting ResearchCyc Adjusted Sentiment Patterns

Table 13: Selecting ResearchCyc Adjusted Sentiment Patterns

n-gram Min Frequency Ratio Infimum Ratio Supremum

2 all < 0.10 > 0.16
3 0.001 <= 0.10 > 0.16
4 0.0001 < 0.10 > 0.17
5 0.0001 < 0.10 > 0.17

Table 13 shows the values that were used to select the sentiment patterns after applying

the ResearchCyc Sentiment Treebank to the words that were tagged as neutral by Stan-

ford’s CoreNLP sentiment analyzer. The sentiment patterns obtained from using the

ResearchCyc Sentiment Treebank is slightly different from the ones obtained from using

just Stanford’s CoreNLP sentiment analyzer. A complete list of ResearchCyc adjusted

sentiment patterns can be found in Tables 38, 39, 40, and 41 of Appendix B. As seen

from these patterns, sarcastic patterns are more negative than regular patterns.

6.2.5 Selecting Sentence Sentiment Patterns

For document-level sarcasm detection, Table 14 shows the values that were used to select

the sarcastic and regular sentence sentiment patterns for extraction from the documents.

Table 14: Selecting Sentence Sentiment Patterns

n-gram Min Frequency Ratio Infimum Ratio Supremum

2 all all all
3 all > 0.85 < 0.37
4 0.01 > 0.90 < 0.30
5 0.005 > 0.85 < 0.30

Some examples of sarcastic sentiment patterns that were used include: negative negative,

positive neutral negative, and negative neutral negative negative neutral. Some exam-

ples of regular sentiment patterns that were used include: positive positive, and positive

positive positive negative positive. A complete list of sentence sentiment patterns that

were used for this thesis project can be found in Tables 55, 56, 57, and 58 in Appendix

61



E. Note that like the word sentiment patterns, the sarcastic patterns generally have more

negative parts than the regular patterns do.

6.3 Filatova Corpus Results

The results for the Filatova Amazon corpus is divided into two sections: sentence-level

detection and document-level detection. After all of the sentence and document-level

features were extracted, they were evaluated using LIBSVM (discussed in Section 5.5).

All of the features were scaled to the range 0 to 1 in order to ensure that any single feature

would not tip the balance between all of the features [39]. Other than the scaling, the

default parameters were used in the SVM.

In order to evaluate the results of this thesis’s sarcasm detector, a simple contingency

table, also known as a confusion matrix, was generated for each test. Table 15 shows

what a contingency table looks like for this thesis project [40]:

Table 15: Contingency Matrix for Sarcasm Detection (Binary Classification)

Expected = 1 Expected = 0

Predicted = 1 A B
Predicted = 0 C D

A represents the number of test examples that are correctly placed in the class (expected

and predicted sarcastic). B represents the number of false positives (expected regular and

predicted sarcastic). C represents the number of false negatives (expected sarcastic and

predicted regular). Lastly, D represents the number of test examples that are correctly

classified as not in the class (expected and predicted regular). From these four values,
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the overall accuracy, precision, recall, and F1 can be computed as follows:

Overall Accuracy =
A+D

A+B + C +D
, (14)

Precision =
A

A+B
, (15)

Recall =
A

A+ C
, (16)

F1 =
2 ∗ Precision ∗ Recall

Precision + Recall
. (17)

Because sarcasm detection is a binary classification task for which most sentences and

documents are not sarcastic, using overall accuracy to evaluate the performance of the

sarcasm detector is not very useful. In Filatova’s corpus, there are more regular reviews

than sarcastic reviews. If the system were to guess regular for all reviews, the accuracy

would be more than 50%. Precision is the fraction that actually belongs to the class

over what is predicted to belong in the class. Recall is the fraction that is predicted to

belong to the class out of the examples that are actually in the class. The best metric

to evaluate this system is the F1 score. This combines the precision and recall in such

a way that the F1 is in between precision and recall and closer to the lower of the two.

Thus this requires good precision and recall to adhere a good score. The tables in the

following sections will report these four metrics for the features evaluated.

6.3.1 Notation

In the following sections and appendices, there are binary numbers that will be used in

order to make tables more easily readable. There are a few categories of features that

use this binary notation to represent groups of features: sentiment patterns (word and

sentence-level), cues, part of speech patterns, and punctuation (sentence and document

level). Tables 16 and 17 list out individual features for each categories.
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Table 16: Feature Notation n-grams

Sentiment Patterns POS Patterns Cues

Binary Definition Binary Definition Binary Definition

1000 bigram 1000 bigram 10000 unigram
0100 trigram 0100 trigram 01000 bigram
0010 4-gram 0010 4-gram 00100 trigram
0001 5-gram 0001 5-gram 00010 4-gram

00001 5-gram

Table 17: Punctuation Notation

Binary Definition

100000000 exclamation points
010000000 question marks
001000000 word count
000100000 quotes
000010000 all caps count
000001000 ellipses
000000100 smileys
000000010 frownys
000000001 tildes

Table 18 shows some example notations being used in this paper. Keep in mind the

category of features that the binary number is associated with.

Table 18: Notation Examples

Category Binary Definition

Sent. Pat. 1010 bigrams and 4-grams
Sent. Pat. 0111 trigrams, 4-grams, and 5-grams
POS Pat. 1100 bigrams and trigrams
POS Pat. 1001 bigrams and 5-grams

Cues 01100 trigrams and 4-grams
Cues 10011 unigram, 4-grams, and 5-grams

Punct. 101000110 exclamation points, word count, smileys, and frownys
Punct. 000111000 quotes, all caps count, and ellipses

6.3.2 Sentence-Level Sarcasm Detection Results

From each category of features described in Section 5.3, the best set was selected from

the training set. These sets of features were then applied to the test set. The combi-

nation of all the best features from all the categories were then applied to the test set.
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Table 19 shows the results of this thesis’s sarcasm detector using the top set of features

from each feature category. This simulation used only sarcastic reviews that had paired

non-sarcastic reviews and the sentence sarcasm annotation from the Mechanical Turk

annotators. Metrics on each category of features can be found in Tables 42, 43, 44, 45,

and 46 of Appendix C. The breakdown of the test set in Table 19 can be found in Table

47 of Appendix C.

Table 19: Sentence-Level Detection - Original Results

Tuning Set Test Set

Feature Acc. Prec. Recall F1 Acc. Prec. Recall F1

Four Classes 0.406 0.322 0.778 0.455 0.382 0.306 0.653 0.416
Sent. Pat.: 0010 0.333 0.320 0.974 0.482 0.357 0.338 0.945 0.498

Punct: 010100010 0.409 0.344 0.946 0.505 0.663 0.500 0.050 0.091
Cues: 01110 0.322 0.320 1.000 0.485 0.655 0.333 0.023 0.043

POS Pat.: 1100 0.637 0.348 0.159 0.218 0.656 0.470 0.142 0.218
Top Features 0.629 0.359 0.210 0.265 0.643 0.439 0.215 0.288

The results are not favorable in this simulation. The F1 scores for all of these simulations

are not above random guessing (0.500). Hence, a different approach to sentence detection

was explored.

The Mechanical Turk annotations were then reviewed. There were some sarcastic

reviews that had every sentence tagged as sarcastic and there were others where only one

sentence was tagged. This inconsistency in tagging played a large role in the unfavorable

results in Table 19. Another simulation was then run with the assumption that all

sentences in sarcastic reviews were sarcastic. In addition, all sarcastic reviews were

considered. This simulation used all sarcastic reviews and the regular reviews that were

paired. The results are summarized in Table 20.

Metrics on each category of features can be found in Tables 42, 43, 44, 45, and 46 of

Appendix C. The breakdown of the test set in Table 20 can be found in Table 53 of

Appendix C. These results indicate that the features selected for this thesis project are

features that are usable for sarcasm detection.
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Table 20: Sentence-Level Detection - Sarcastic Reviews Assumption

Tuning Set Test Set

Feature Acc. Prec. Recall F1 Acc. Prec. Recall F1

Four Classes 0.560 0.639 0.562 0.598 0.557 0.589 0.513 0.549
Sent. Pat.: 0010 0.586 0.589 0.957 0.729 0.526 0.528 0.918 0.670

Punct: 100000001 0.598 0.594 0.979 0.740 0.519 0.522 0.989 0.683
Cues: 10001 0.587 0.586 0.995 0.737 0.527 0.526 0.986 0.686

POS Pat.: 0010 0.578 0.583 0.975 0.729 0.532 0.529 0.980 0.687
Top Features 0.596 0.622 0.778 0.692 0.565 0.567 0.724 0.636

The last simulation for sentence-level sarcasm detection on the Filatova Amazon

corpus applies the ResearchCyc Sentiment Treebank. The set of features affected by this

new variable are the sentiment counts and the sentiment patterns. Table 21 shows the

results of this simulation. The detailed breakdown for the test set can be found in Table

54 in Appendix C.

Table 21: Sentence-Level Detection with ResearchCyc Sentiment Treebank

Tuning Set Test Set

Feature Acc. Prec. Recall F1 Acc. Prec. Recall F1

Four Classes 0.361 0.432 0.306 0.358 0.457 0.483 0.498 0.490
Sent. Pat.: 0010 0.583 0.585 0.979 0.732 0.522 0.525 0.945 0.675

Punct: 100000001 0.598 0.594 0.979 0.740 0.519 0.522 0.989 0.683
Cues: 10001 0.587 0.586 0.995 0.737 0.527 0.526 0.986 0.686

POS Pat.: 0010 0.578 0.583 0.975 0.729 0.532 0.529 0.980 0.687
Top Features 0.528 0.693 0.340 0.456 0.492 0.533 0.248 0.339

Although the overall result and the sentiment count results are not very good, it is worth

noting that the sentiment pattern results are slightly better than the simulation without

ResearchCyc. This indicates that there is potential in applying conceptual knowledge to

sarcasm detection.

6.3.3 Document-Level Sarcasm Detection Results

Each category of features for document-level sarcasm detection described in Section 5.4

were evaluated independently using the training set. Similar to sentence-level sarcasm

detection, the best set of features for each category with the best F1 score on the tuning
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set was applied to the test sets. Then, the best features in each category were combined

and applied to both the tuning and test sets. Metrics on each category of features can

be found in Tables 59, 60, and 61 of Appendix E. Table 22 shows the results of sarcasm

detection for both the tuning and test sets with the top features in each category and the

combination of these features. The breakdown of the test set in Table 22 can be found

in Table 62 of Appendix E.

Table 22: Document-Level Sarcasm Detection

Tuning Set Test Set

Feature Acc. Prec. Recall F1 Acc. Prec. Recall F1

Four Classes 0.660 0.633 0.760 0.691 0.660 0.633 0.760 0.691
Sent. Pat.: 0100 0.602 0.567 0.860 0.684 0.660 0.621 0.820 0.707

Punct: 010100010 0.548 0.525 1.000 0.689 0.570 0.564 0.620 0.590
Top Features 0.677 0.667 0.710 0.688 0.640 0.609 0.780 0.684

The F1 score for document-level sarcasm hovers around 0.68, which is better than random

guessing. The different top features all perform as well as the combination of all of them.

6.4 Discussion

The results of sentence-level and document-level sarcasm are significantly better than

random guessing. The best test set F1 score for sentence-level sarcasm detection for

the POS pattern, 0010 (4-grams), is 0.687 and the combination of the top features is

0.636. The ResearchCyc Sentiment Treebank application barely affected the results for

the sentiment pattern features, but it did correct 0.558% of the word sentiment tags from

Stanford’s CoreNLP sentiment analyzer. Hence, a conceptual sentiment treebank shows

the importance of conceptual and world knowledge in the field of sentiment analysis.

This treebank has the potential to improve word sentiment analysis, which in turn can

improve sentence-level sarcasm detection. Examples of sentence-level sarcasm detection

can be found in Appendix D.

Regarding document-level sarcasm, the best test set F1 score is achieved using the
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sentence sentiment pattern 0100 (trigrams), with a score of 0.707. The combination

of the top features yields an F1 score of 0.684. These results are considerably better

than random guessing and show the importance of context. Context is used in the

form of sentence sentiment count, sentence sentiment patterns, and punctuation counts

throughout the document. Because this is sarcasm detection on a document level, features

from the entire document, rather than individual sentences, can be used to determine

important sarcasm features. In the case of sentiment patterns, we can gain additional

insight as to whether or not the document is sarcastic or not using this context because

sarcasm does not necessarily have to be only in one sentence. Contextual features were

absent from previous sarcasm detection research because they focused mainly on sentence

detection. Document-level sarcasm detection can lead the way to an improved sentence-

level detection by narrowing the field of sentences down in documents. Examples of

document-level sarcasm detection can be found in Appendix G.

Although the F1 results obtained in this thesis are not as high as the results obtained

by Tsur et al (see section 3.5), the results cannot be fairly compared. Tsur et al gen-

erated his corpus using semi-supervised methods and seeding based on a few annotated

sentences. Because these sentences were extracted in a biased way, the algorithm that

Tsur et al developed favored the corpus, resulting in such a high F1 score. This thesis

project is using Filatova’s Amazon corpus, a corpus that was completely human gener-

ated using Amazon’s Mechanical Turk service. This reduces any relationship between

different reviews and results in a much more difficult task. This project attempts to make

strides in solving the problem of sarcasm detection by applying basic domain indepen-

dent syntactical features, conceptual features, and contextual features. With the results

obtained, sarcasm detection has moved one step closer to being solved.
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7 Future Work

Although the results obtained for sentence and document-level sarcasm detection in this

thesis were considerably better than random guessing, the problem of sarcasm detection

is still far from solved. This thesis explored the usage of conceptual and world knowl-

edge for sentence-level detection and the usage of context for document-level detection.

Conceptual and world knowledge has huge potentials in the field of sarcasm detection

and sentiment analysis.

The ResearchCyc Sentiment Treebank was able to fill in some gaps in Stanford’s

sentiment analyzer and provided different sentiment patterns, but it was limited due to

its usage of only constants as explained in Sections 4.4 and 5.2. A future work can explore

more about ResearchCyc beyond just constants. ResearchCyc consists of over 500,000

constants and over 5,000,000 assertions. ResearchCyc also consists of non-atomic reified

terms (NART), which are concepts that are composed of functions and constants. These

NARTs expand ResearchCyc beyond just the constants and provide more conceptual

knowledge to be applied to sarcasm detection and sentiment analysis.

In addition to exploring more features in ResearchCyc, different similarity metrics

can be applied to the ResearchCyc Sentiment Treebank. In this thesis project, the Wu

Palmer Similarity was used to compute the sentiment of concepts that do not have a direct

sentiment mapping from Stanford’s Sentiment Treebank. With a different similarity

metric, concepts without sentiments can receive accurate sentiments. Lastly, related

to ResearchCyc, humans can annotate all of the concepts in order to obtain a “gold

standard” conceptual sentiment treebank.

On the document level, context played a major role in terms of sentiment counts,

sentiment patterns, and punctuation counts. This context can be further extended to

the sentence-level sarcasm detection. For example, if there is a considerable amount of

negative sentences followed by a positive sentence, there may be a better chance that

this positive sentence is sarcastic. Rather than depending on sentence and word-level
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features, context from previous and future sentences can provide potential features for

detection. Also, the document-level detection can be used to narrow down large bodies of

text to groups of sentences or mini documents to detect sarcastic sentences. A recursive

feedback scheme could probably be developed to narrow down a document with hundreds

of sentences to individual sentences that are sarcastic.

Outside the realm of conceptual and contextual features, additional features can be

developed for sarcasm detection. For example, if tone is important, maybe humans

readings of the text can be recorded. These recordings can then provide tones to the text

and sound wave patterns can be used to detect sarcasm. Also, since reviews are usually

like monologues about a product, specific monologue features can be experimented with.

For example, monologues usually contain first person references. The usage of these

references can potentially provide some hint of sarcasm.

Beyond the monologic reviews of Filatova’s corpus, dialogic documents can be used.

Generally, sarcasm is more likely to occur between multiple people since sarcasm usually

has an “attacker” and a “victim.” Forum posts can be used in a dialogic sarcasm detection

experiment.

Lastly, one of the main motivations for sarcasm detection is to improve sentiment

analysis. A future work is to apply sarcasm detection to sarcastic sentences and docu-

ments and adjust the sentiment rating appropriately. If a review was tagged as positive

and also sarcastic, it is likely that this review is in reality negative. Because sarcasm

detection and sentiment analysis have a dependency of each other, a feedback algorithm

can be developed to maximize the results of this chicken and egg situation. With a

developed sarcasm detector, a sentiment analyzer can be more accurate than ever.
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8 Conclusion

To the best of our knowledge, all previous approaches to sarcasm detection pulled sen-

tences out of context and performed some generic syntax-related analysis to determine

whether or not the sentence is sarcastic. This thesis project takes a different approach

and applies world knowledge to sarcasm detection on the sentence level. In addition, con-

text has been applied to sarcasm detection on a document level. Using the Wu Palmer

Similarity, a general approach has been taken for creating a concept sentiment treebank,

which can be expanded in the future with more concepts and a more complete, cross-

domain sentiment analyzer besides the Stanford Sentiment Treebank, which is based on

movie reviews.

The main corpus for this thesis project is Filatova’s Amazon corpus. Filatova’s corpus

was created using Amazon’s Mechanical Turk service and was created specifically for the

purpose of sarcasm detection. For this project, Filatova’s corpus has been divided up

into three sets: a training set, a tuning set, and a test set. For sentence-level detection,

there are five categories of features that have been explored: word sentiment count, word

sentiment patterns, part of speech patterns, cues, and punctuation. For document-level

detection, three categories of features have been explored: sentence sentiment count,

sentence sentiment patterns, and punctuation. The training and tuning sets have been

used to obtain the best set of features from each category. Then, the system has been

applied to the test set using these features. In addition, these features have been combined

into one final set of features, and the system has again been applied to the test set.

This thesis project has yielded good results for both sentence and document-level sar-

casm detection. The results are considerably better than random guessing. The highest

F1 score for sentence-level detection is 0.687 and the highest F1 score for document-level

detection is 0.707. Applying the ResearchCyc Sentiment Treebank results in an average

of 0.558% of all words having a change in sentiment. This is enough to affect the word

sentiment patterns feature, but the final results are approximately the same.
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Although good results have been obtained, the problem of sarcasm detection is far

from solved. Additional future work must be performed in order to push the sarcasm

detection F1 score to a level that is usable in real applications such as in the improve-

ment of sentiment analysis. This project will hopefully inspire future work in the usage

and application of conceptual knowledge and context not only in sarcasm detection and

sentiment analysis, but across other different areas of natural language processing.
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Appendix A ResearchCyc Similarity Examples

Table 23: ResearchCyc Sentiment Treebank Examples

Word Sentiment Word Sentiment Word Sentiment

bestof 4 enhancement 3 eventually 0
courage 3 sweeten 3 looting 0
worth 3 wino 3 elitism 0

gta 3 hotter 3 saddam 0
wild 3 wedding 3 silences 0

supernatural 3 beauties 3 recently 0
gift 3 spirituality 3 closely 0

shareholder 3 spaghetti 3 charlottetown 0
wealthy 3 bestows 3 businessmen 0
spotted 3 gems 3 southerners 0
hotel 3 treaty 3 democrats 0

highend 3 goals 3 headlining 0
embezzled 3 vitality 3 slower 0
fundraiser 3 superman 3 largely 0

fund 3 neatness 3 bottling 0
spotlight 3 intrigues 3 anticipating 0
shared 3 spirit 3 scared 0
charms 3 grandeur 3 bsb 0
above 3 potency 3 inon 0

brighter 3 awarded 3 castration 0
wins 3 susie 3 psychoanalysis 0

glowing 3 sexier 3 staunton 0
heavens 3 delorean 3 ilk 0
smiled 3 brightness 3 diminished 0
homage 3 wellesley 3 compliments 0
winston 3 celebrating 3 sais 0
cooler 3 superficial 3 wmk 0

attenborough 3 richter 3 exasperation 0
highlevel 3 greats 3 antiterrorism 0

hots 3 meld 1 segovia 0
purely 3 bullies 1 smokers 0

geniuses 3 sicko 1 biloxi 0
potentially 3 nauseate 1 yorke 0

function 3 cheaper 1 prominence 0
kinder 3 bada 1 beater 0

windbreaker 3 colder 1 kenmore 0
chuckling 3 weakling 1 sympathizes 0

glenns 3 unlikely 1 euphoric 0
suspense 3 nauseating 1 wuv 0
surprising 3 failures 1 furious 0

glow 3 attackers 1 pasts 0
gratification 3 fade 1 pups 0
boldfaced 3 badges 1 sez 0

glowed 3 torturous 1
freshen 3 probably 0
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Appendix B Sentence Level Features

Table 24: Word Sentiment Bigram Patterns

Word Bigram Sar Freq Reg Freq Sar/Reg Total Occurrence

00 21 109 0.193 0.00080
02 545 3905 0.140 0.02742
20 562 4069 0.138 0.02854
24 782 7287 0.107 0.04973
42 729 6826 0.107 0.04656
04 18 192 0.094 0.00129

Total Frequency 17204 145064

Table 25: Word Sentiment Trigram Patterns

Word Trigram Sar Freq Reg Freq Sar/Reg Total Occurrence

420 28 173 0.162 0.00132
024 28 180 0.156 0.00137
202 488 3535 0.138 0.02643
022 450 3279 0.137 0.02450
220 474 3535 0.134 0.02634
224 678 6307 0.107 0.04590
242 650 6133 0.106 0.04457
422 610 5824 0.105 0.04228
424 36 355 0.101 0.00257
042 14 160 0.088 0.00114
204 15 174 0.086 0.00124

Total Frequency 16081 136111

Table 26: Word Sentiment 4-gram Patterns

Word 4-gram Sar Freq Reg Freq Sar/Reg Total Occurrence

4202 25 145 0.172 0.00119
0242 25 147 0.170 0.00121
2420 26 156 0.167 0.00128
2024 27 164 0.165 0.00134
0224 23 143 0.161 0.00117
4224 27 289 0.093 0.00222
0422 12 137 0.088 0.00105
2042 11 144 0.076 0.00109
2204 11 151 0.073 0.00114

Total Frequency 15000 127348
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Table 27: Word Sentiment 5-gram Patterns

Word 5-gram Sar Freq Reg Freq Sar/Reg Total Occurrence

02242 23 119 0.193 0.00107
20242 25 135 0.185 0.00120
24202 24 132 0.182 0.00117
22024 23 134 0.172 0.00118
02422 21 126 0.167 0.00111
42224 24 257 0.093 0.00212
42242 22 237 0.093 0.00195
20422 10 125 0.080 0.00102
22042 7 127 0.055 0.00101

Total Frequency 13970 118813

Table 28: Penn Treebank Project Part of Speech Tags

Tag Description

CC Coordinating conjunction
CD Cardinal number
DT Determiner
EX Existential there
FW Foreign word
IN Preposition or subordinating conjunction
JJ Adjective
JJR Adjective, comparative
JJS Adjective, superlative
LS List item marker
MD Modal
NN Noun, singular or mass
NNS Noun, plural
NNP Proper noun, singular
NNPS Proper noun, plural
PDT Predeterminer
POS Possessive ending
PRP Personal pronoun
PRP$ Possessive pronoun
RB Adverb
RBR Adverb, comparative
RBS Adverb, superlative
RP Particle
SYM Symbol
TO to
UH Interjection
VB Verb, base form
VBD Verb, past tense
VBG Verb, gerund or present participle
VBN Verb, past participle
VBP Verb, non-3rd person singular present
VBZ Verb, 3rd person singular present
WDT Wh-determiner
WP Wh-pronoun
WP$ Possessive wh-pronoun
WRB Wh-adverb
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Table 29: Part of Speech Bigram Patterns

POS Bigram Sar Freq Reg Freq Sar/Reg Total Occurrence

PRP DT 41 186 0.220 0.00119
CC VBD 50 240 0.208 0.00152
VB RB 67 330 0.203 0.00209

VB PRP$ 71 357 0.199 0.00225
VB , 35 177 0.198 0.00111

NN POS 36 185 0.195 0.00116
VBZ RB 111 1402 0.079 0.00795

WDT VBZ 27 343 0.079 0.00194
VBZ DT 104 1351 0.077 0.00765

NNP VBZ 43 561 0.077 0.00317
IN RB 31 405 0.077 0.00229

CC VBZ 16 257 0.062 0.00143

Total Frequency 20319 169981

Table 30: Part of Speech Trigram Patterns

POS Trigram Sar Freq Reg Freq Sar/Reg Total Occurrence

NN MD VB 42 215 0.195 0.00143
VB PRP$ NN 37 190 0.195 0.00126
MD VB VBN 36 187 0.193 0.00124
NN IN PRP$ 67 351 0.191 0.00232
IN PRP$ JJ 47 247 0.190 0.00163
NN VBZ DT 16 270 0.059 0.00159

JJ , CC 10 172 0.058 0.00101
NN VBZ JJ 15 261 0.057 0.00153
VBZ RB JJ 19 393 0.048 0.00229
VBZ DT JJ 23 496 0.046 0.00288
RB RB IN 5 190 0.026 0.00108

Total Frequency 19151 160862
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Table 31: Part of Speech 4-gram Patterns

POS 4-gram Sar Freq Reg Freq Sar/Reg Total Occurrence

VB PRP DT NN 13 20 0.650 0.00019
VBD DT NN , 8 22 0.364 0.00018

VBD RB VBN IN 10 30 0.333 0.00024
TO VB JJ NNS 9 28 0.321 0.00022
NNS , DT NN 8 25 0.320 0.00019

NNP NNP NNP NNP 18 58 0.310 0.00045
PRP$ NN CC PRP 7 23 0.304 0.00018

JJ NNS , PRP 7 23 0.304 0.00018
VBZ RB JJ , 0 49 0.000 0.00029
RB JJ , CC 0 38 0.000 0.00022

PRP RB VBP DT 0 46 0.000 0.00027
NN NNS IN DT 0 43 0.000 0.00025
NN IN NN TO 0 34 0.000 0.00020
RB RB IN PRP 0 41 0.000 0.00024
RB VBP DT NN 0 33 0.000 0.00019

VBZ JJ , CC 0 31 0.000 0.00018

Total Frequency 18019 151873

Table 32: Part of Speech 5-gram Patterns

POS 5-gram Sar Freq Reg Freq Sar/Reg Total Occ

NNP NNP NNP NNP NNP 10 21 0.476 0.00019
, CC PRP MD RB 8 17 0.471 0.00016
NN IN DT NNS IN 7 18 0.389 0.00016

PRP$ NN IN DT NN 12 32 0.375 0.00028
IN DT NN WDT VBZ 7 19 0.368 0.00016
NN IN PRP$ JJ NN 14 42 0.333 0.00035
DT NN , PRP VBP 8 25 0.320 0.00021
DT NN IN NN NN 9 29 0.310 0.00024

PRP MD VB IN DT 1 51 0.020 0.00033
DT NN VBZ DT JJ 1 54 0.019 0.00034
DT JJ NN NN IN 0 54 0.000 0.00034

PRP VBZ RB RB JJ 0 33 0.000 0.00021
VB DT NN NN IN 0 33 0.000 0.00021
IN DT NN CC DT 0 38 0.000 0.00024

Total Frequency 16924 143052
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Note that for Tables 33 to 37, italicized phrases are sarcastic cues and non-italicized

phrases are non-sarcastic cues.

Table 33: Unigram Cues

stupid sense longer check helpful
shirt browser apple soon theater
walk strong seconds ms network
oh ability bright playback actual

forget problems pros bush rating
song online compared cop download
gb quickly flip gaming faster

unit running data minor starting
seem web socks michael addition

ps perfectly despite leaves kindle
computer mostly file pc images

usb difference higher switch create
ipod performance netflix firmware tommy

software final upgrade cons sd
songs resolution turns panasonic os

working decent difficult memory classic
included release expected uses impact

hd number plenty deist larger
sony smaller standard political received
audio email modern mode

Table 34: Bigram Cues

this shirt in order not so it just not too
i get you like plenty of this song have not

i mean compared to phone is comes with they do
i knew top of would recommend use the thought it
of it to work but for problem with much more

the top dont want was an has the well as
is much and other the bottom much of what it
a more with all as well much as what is
with his i thought pretty much but you a way
you may ability to about this sense of than i
is very this for time to the laptop story of
i went book and an excellent all in so it

this was for those a movie all that the characters
the bible was very order to seem to battery life

ipod touch in her the unit the ps
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Table 35: Trigram Cues

supposed to be tuscan whole milk is that the is the best
of the series in the same that it is there is a
when i first that there are if you like i have had

you know the are looking for because of the is not the
is supposed to you want a this one is the same as
them in the a lot more to see the all in all

you are looking you have a it is so there are some
needless to say as well as in order to it in the
you would have of the movie you can get was able to

in front of this was a i thought it the bottom of
dont waste your book is a is a good i would recommend

i was going many of the the ability to that it was
all of my to make a easy to use this is an
go back to but this is over and over
a pair of as long as as much as

Table 36: 4-gram Cues

by the time i you are looking for the bottom of the
i was going to if you want a if you are a

yourself a favor and this is a great this is a good
do yourself a favor one of the most is one of the

this is the book if you have a one of the best
if you are looking i was able to

Table 37: 5-gram Cues

is supposed to be a if you are looking for a day and a half
all i can say is i have to say i this is one of the

do yourself a favor and i think this is the and am very happy with
if youre a fan of is one of the best is not the same as
i knew i had to lord of the flies is will be referred to as

for the rest of my the bottom of the laptop i have to admit i
i have no idea how and i have to say

of tuscan whole milk if youre looking for a

Table 38: ResearchCyc Adjusted Sentiment Bigram Patterns

Word Bigram Sar Freq Reg Freq Sar/Reg Total Occurrence

00 7 21 0.333 0.00017
20 291 1788 0.163 0.01281
02 282 1742 0.162 0.01247
04 4 39 0.103 0.00026
44 13 146 0.089 0.00098
40 3 43 0.070 0.00028

Total Frequency 17204 145064
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Table 39: ResearchCyc Adjusted Sentiment Trigram Patterns

Word Trigram Sar Freq Reg Freq Sar/Reg Total Occurrence

200 7 20 0.350 0.00018
002 6 19 0.316 0.00016
020 10 40 0.250 0.00033
420 5 24 0.208 0.00019
220 260 1615 0.161 0.01232
022 245 1525 0.161 0.01163
202 255 1598 0.160 0.01218
042 3 30 0.100 0.00022
244 12 138 0.087 0.00099
442 11 127 0.087 0.00091
424 10 125 0.080 0.00089
240 2 39 0.051 0.00027
402 2 40 0.050 0.00028

Total Frequency 16081 136111

Table 40: ResearchCyc Adjusted Sentiment 4-gram Patterns

Word 4-gram Sar Freq Reg Freq Sar/Reg Total Occurrence

2200 7 19 0.368 0.00018
0022 5 14 0.357 0.00013
2002 6 18 0.333 0.00017
0202 10 37 0.270 0.00033
0224 10 42 0.238 0.00037
2020 8 34 0.235 0.00030
2420 5 24 0.208 0.00020
4220 8 41 0.195 0.00034
4202 4 22 0.182 0.00018
0220 7 40 0.175 0.00033
2244 12 124 0.097 0.00096
2204 3 32 0.094 0.00025
2424 10 109 0.092 0.00084
4242 9 106 0.085 0.00081
2442 10 121 0.083 0.00092
4022 2 33 0.061 0.00025
2240 2 35 0.057 0.00026
2402 1 37 0.027 0.00027

Total Frequency 15000 127348
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Table 41: ResearchCyc Adjusted Sentiment 5-gram Patterns

Word 5-gram Sar Freq Reg Freq Sar/Reg Total Occurrence

20022 5 14 0.357 0.00014
22200 6 18 0.333 0.00018
22002 6 18 0.333 0.00018
02022 10 32 0.313 0.00032
02220 8 27 0.296 0.00026
02242 10 36 0.278 0.00035
22420 5 20 0.250 0.00019
20202 8 33 0.242 0.00031
00222 3 13 0.231 0.00012
24220 8 36 0.222 0.00033
42202 8 37 0.216 0.00034
22020 6 30 0.200 0.00027
24202 4 22 0.182 0.00020
20224 7 40 0.175 0.00035
24242 9 93 0.097 0.00077
24422 10 104 0.096 0.00086
42422 9 94 0.096 0.00078
22244 10 108 0.093 0.00089
22442 10 110 0.091 0.00090
42224 9 102 0.088 0.00084
04222 2 24 0.083 0.00020
22042 2 25 0.080 0.00020
40222 2 28 0.071 0.00023
22240 1 26 0.038 0.00020
24022 1 31 0.032 0.00024
22402 1 33 0.030 0.00026

Total Frequency 13970 118813
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Appendix C Sentence Level Feature Categories Re-

sults

Tables 42 to 47 are tuning results for the original run of sentence-level sarcasm detec-

tion. The sentences that were tagged as sarcastic were the only sarcastic sentences and

only the sarcastic reviews were used in these simulations.

Table 42: Sentence-Level Detection Word Sentiment Count Tuning Results

Sentiment Count Accuracy Precision Recall F1 A B C D

Four Classes 0.406 0.322 0.778 0.455 274 578 78 175
Binary 0.496 0.313 0.486 0.380 171 376 181 377

Table 43: Sentence-Level Detection Word Sentiment Patterns Tuning Results

Word Pattern Accuracy Precision Recall F1 A B C D

0010 0.333 0.320 0.974 0.482 343 728 9 25
0011 0.351 0.322 0.938 0.479 330 695 22 58
1011 0.377 0.323 0.869 0.471 306 642 46 111
1010 0.417 0.330 0.804 0.468 283 575 69 178
1001 0.433 0.327 0.741 0.454 261 536 91 217
0101 0.479 0.336 0.653 0.444 230 454 122 299
1100 0.481 0.336 0.648 0.443 228 450 124 303
0111 0.456 0.328 0.676 0.442 238 487 114 266
1111 0.487 0.338 0.636 0.441 224 439 128 314
1000 0.462 0.329 0.659 0.439 232 474 120 279
0110 0.481 0.334 0.636 0.438 224 446 128 307
1110 0.484 0.335 0.631 0.438 222 440 130 313
0100 0.527 0.341 0.520 0.412 183 354 169 399
1101 0.508 0.319 0.480 0.383 169 361 183 392
0001 0.670 0.290 0.026 0.047 9 22 343 731
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Table 44: Sentence-Level Detection Punctuation Tuning Results

Punctuation Accuracy Precision Recall F1 A B C D

100000001 0.409 0.344 0.946 0.505 333 634 19 119
100000111 0.556 0.391 0.710 0.505 250 389 102 364
100000000 0.413 0.344 0.932 0.503 328 625 24 128
100000101 0.519 0.372 0.744 0.496 262 442 90 311
100000100 0.533 0.378 0.722 0.496 254 418 98 335
100000011 0.528 0.374 0.719 0.492 253 423 99 330
100000110 0.534 0.376 0.705 0.491 248 411 104 342
100110100 0.542 0.379 0.688 0.489 242 396 110 357
101111100 0.511 0.366 0.730 0.488 257 445 95 308
000100000 0.352 0.326 0.966 0.487 340 704 12 49
100000000 0.413 0.344 0.932 0.503 328 625 24 128
010000000 0.327 0.320 0.991 0.484 349 741 3 12
001000000 0.319 0.319 1.000 0.483 352 753 0 0
000100000 0.352 0.326 0.966 0.487 340 704 12 49
000010000 0.337 0.306 0.852 0.450 300 681 52 72
000001000 0.503 0.346 0.631 0.447 222 419 130 334
000000100 0.324 0.319 0.989 0.482 348 743 4 10
000000010 0.681448 NaN 0 NaN 0 0 352 753
000000001 0.681 NaN 0.000 NaN 0 0 352 753
111111111 0.672 0.449 0.125 0.196 44 54 308 699

Table 45: Sentence-Level Detection POS Patterns Tuning Results

POS Patterns Accuracy Precision Recall F1 A B C D

1100 0.637 0.348 0.159 0.218 56 105 296 648
1101 0.634 0.340 0.156 0.214 55 107 297 646
1000 0.642 0.343 0.136 0.195 48 92 304 661
1001 0.636 0.329 0.136 0.193 48 98 304 655
0110 0.660 0.391 0.122 0.186 43 67 309 686
1110 0.643 0.325 0.114 0.168 40 83 312 670
0111 0.658 0.367 0.102 0.160 36 62 316 691
1111 0.646 0.327 0.105 0.159 37 76 315 677
0100 0.650 0.336 0.102 0.157 36 71 316 682
1010 0.655 0.307 0.065 0.108 23 52 329 701
1011 0.666 0.351 0.057 0.098 20 37 332 716
0101 0.664 0.321 0.048 0.084 17 36 335 717
0010 0.677 0.381 0.023 0.043 8 13 344 740
0011 0.673 0.320 0.023 0.042 8 17 344 736
0001 0.672 0.292 0.020 0.037 7 17 345 736
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Table 46: Sentence-Level Detection Cues Tuning Results

Cue n-grams Accuracy Precision Recall F1 A B C D

01110 0.322 0.320 1.000 0.485 352 749 0 4
00010 0.319 0.319 1.000 0.483 352 753 0 0
10010 0.324 0.318 0.983 0.481 346 741 6 12
11011 0.326 0.318 0.977 0.480 344 737 8 16
11000 0.328 0.318 0.974 0.480 343 734 9 19
10100 0.646 0.311 0.091 0.141 32 71 320 682
10001 0.656 0.333 0.080 0.128 28 56 324 697
11100 0.671 0.286 0.023 0.042 8 20 344 733
11111 0.678 0.375 0.017 0.033 6 10 346 743
11010 0.677 0.353 0.017 0.033 6 11 346 742
10011 0.679 0.385 0.014 0.027 5 8 347 745
11110 0.674 0.278 0.014 0.027 5 13 347 740
01011 0.681 0.444 0.011 0.022 4 5 348 748
10110 0.679 0.364 0.011 0.022 4 7 348 746
01111 0.678 0.333 0.011 0.022 4 8 348 745
01100 0.672 0.222 0.011 0.022 4 14 348 739
00110 0.680 0.375 0.009 0.017 3 5 349 748
00111 0.679 0.333 0.009 0.017 3 6 349 747
10101 0.677 0.273 0.009 0.017 3 8 349 745
11101 0.674 0.214 0.009 0.016 3 11 349 742
00011 0.682 0.667 0.006 0.011 2 1 350 752
01010 0.681 0.500 0.006 0.011 2 2 350 751
01000 0.680 0.333 0.006 0.011 2 4 350 749
01001 0.680 0.333 0.006 0.011 2 4 350 749
00101 0.679 0.286 0.006 0.011 2 5 350 748
10111 0.678 0.250 0.006 0.011 2 6 350 747
01101 0.672 0.143 0.006 0.011 2 12 350 741
10000 0.680 0.250 0.003 0.006 1 3 351 750
11001 0.675 0.111 0.003 0.006 1 8 351 745
00001 0.681 NaN 0.000 NaN 0 0 352 753
00100 0.678 0.000 0.000 NaN 0 4 352 749

Table 47: Sentence-Level Detection Test Set Results Breakdown

Feature Acc. Prec. Recall F1 A B C D

Four Classes 0.382 0.306 0.653 0.416 143 325 76 105
Sent. Pat.: 0010 0.357 0.338 0.945 0.498 207 405 12 25

Punct: 010100010 0.663 0.500 0.050 0.091 11 11 208 419
Cues: 01110 0.655 0.333 0.023 0.043 5 10 214 420

POS Pat.: 1100 0.656 0.470 0.142 0.218 31 35 188 395
Top Features 0.643 0.439 0.215 0.288 47 60 172 370
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Tables 48 to 53 are tuning results for the sentence-level sarcasm detection that makes

a few assumptions. All sentences in sarcastic reviews were assumed to be sarcastic and

all sarcastic reviews, not just those that had a pair, were used for training and tuning.

In addition, only all of the paired regular reviews were used in these simulations.

Table 48: Sentence-Level Detection Word Sentiment Count Tuning Results

Sentiment Count Accuracy Precision Recall F1 A B C D

Four Classes 0.560 0.639 0.562 0.598 931 526 725 659
Binary 0.549 0.628 0.556 0.589 920 546 736 639

Table 49: Sentence-Level Detection Word Sentiment Patterns Tuning Results

Word Patterns Accuracy Precision Recall F1 A B C D

0010 0.586 0.589 0.957 0.729 1584 1104 72 81
0011 0.585 0.591 0.940 0.726 1557 1079 99 106
0001 0.579 0.587 0.934 0.721 1546 1087 110 98
0111 0.587 0.612 0.796 0.692 1318 834 338 351
1100 0.569 0.626 0.649 0.637 1075 643 581 542
0110 0.558 0.613 0.659 0.635 1091 690 565 495
1110 0.562 0.621 0.639 0.630 1058 647 598 538
0100 0.554 0.612 0.643 0.627 1065 676 591 509
1111 0.557 0.616 0.638 0.627 1057 659 599 526
1101 0.556 0.614 0.639 0.627 1059 665 597 520
0101 0.555 0.615 0.631 0.623 1045 654 611 531
1011 0.562 0.625 0.621 0.623 1028 617 628 568
1010 0.559 0.622 0.623 0.622 1031 627 625 558
1000 0.562 0.626 0.617 0.621 1021 610 635 575
1001 0.561 0.627 0.611 0.619 1012 603 644 582
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Table 50: Sentence-Level Detection Punctuation Tuning Results

Punctuation Accuracy Precision Recall F1 A B C D

100000001 0.598 0.594 0.979 0.740 1621 1107 35 78
011000001 0.581 0.583 0.995 0.735 1648 1181 8 4
000001011 0.582 0.583 0.992 0.734 1643 1175 13 10
010010010 0.579 0.582 0.990 0.733 1639 1179 17 6
000001001 0.577 0.581 0.979 0.730 1621 1167 35 18
000010010 0.577 0.582 0.978 0.729 1619 1165 37 20
101000010 0.585 0.591 0.936 0.725 1550 1072 106 113
000000111 0.569 0.578 0.962 0.722 1593 1162 63 23
010111011 0.574 0.584 0.935 0.719 1548 1103 108 82
010110101 0.572 0.583 0.933 0.717 1545 1106 111 79
100000000 0.477 0.581 0.366 0.449 606 437 1050 748
010000000 0.566 0.579 0.935 0.715 1549 1125 107 60
001000000 0.502 0.563 0.653 0.605 1082 841 574 344
000100000 0.502 0.563 0.653 0.605 1082 841 574 344
000010000 0.459 0.580 0.261 0.361 433 313 1223 872
000001000 0.507 0.580 0.560 0.570 928 672 728 513
000000100 0.431 0.741 0.036 0.069 60 21 1596 1164
000000010 0.417 NaN 0.000 NaN 0 0 1656 1185
000000001 0.417 NaN 0.000 NaN 0 0 1656 1185
111111111 0.499 0.651 0.303 0.413 501 269 1155 916

Table 51: Sentence-Level Detection POS Patterns Tuning Results

POS Patterns Accuracy Precision Recall F1 A B C D

0010 0.578 0.583 0.975 0.729 1615 1157 41 28
0101 0.581 0.596 0.873 0.708 1445 979 211 206
0111 0.579 0.598 0.842 0.700 1395 936 261 249
0100 0.572 0.593 0.845 0.697 1400 960 256 225
1101 0.571 0.595 0.825 0.691 1367 931 289 254
1000 0.578 0.603 0.809 0.691 1340 882 316 303
1110 0.573 0.600 0.800 0.686 1324 882 332 303
1111 0.577 0.605 0.785 0.684 1300 847 356 338
1010 0.568 0.599 0.784 0.679 1299 869 357 316
1001 0.569 0.600 0.781 0.679 1294 863 362 322
1100 0.576 0.611 0.748 0.673 1239 789 417 396
1011 0.443 0.577 0.164 0.256 272 199 1384 986
0110 0.426 0.552 0.080 0.140 133 108 1523 1077
0011 0.424 0.571 0.048 0.089 80 60 1576 1125
0001 0.419 0.542 0.019 0.037 32 27 1624 1158
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Table 52: Sentence-Level Detection Cues Tuning Results

Cue n-grams Accuracy Precision Recall F1 A B C D

10001 0.587 0.586 0.995 0.737 1647 1165 9 20
00011 0.583 0.583 1.000 0.737 1656 1184 0 1
00010 0.583 0.583 1.000 0.736 1656 1185 0 0
10000 0.586 0.586 0.986 0.735 1633 1153 23 32
10011 0.583 0.585 0.980 0.733 1623 1151 33 34
10100 0.581 0.584 0.979 0.731 1621 1155 35 30
01010 0.580 0.583 0.981 0.731 1625 1162 31 23
10010 0.580 0.583 0.979 0.731 1621 1159 35 26
11010 0.587 0.589 0.961 0.730 1591 1109 65 76
01001 0.579 0.583 0.976 0.730 1617 1158 39 27
11011 0.585 0.588 0.957 0.729 1584 1108 72 77
01000 0.579 0.584 0.963 0.727 1594 1134 62 51
11111 0.583 0.588 0.947 0.726 1568 1097 88 88
11101 0.435 0.570 0.128 0.209 212 160 1444 1025
11100 0.429 0.547 0.122 0.200 202 167 1454 1018
11000 0.424 0.529 0.117 0.192 194 173 1462 1012
11110 0.429 0.553 0.106 0.178 176 142 1480 1043
11001 0.431 0.565 0.106 0.178 175 135 1481 1050
01100 0.431 0.597 0.072 0.129 120 81 1536 1104
10111 0.420 0.520 0.071 0.124 117 108 1539 1077
10101 0.422 0.531 0.067 0.119 111 98 1545 1087
01101 0.424 0.557 0.062 0.111 102 81 1554 1104
01011 0.424 0.553 0.060 0.108 99 80 1557 1105
01111 0.426 0.623 0.040 0.075 66 40 1590 1145
01110 0.428 0.690 0.035 0.067 58 26 1598 1159
00111 0.425 0.662 0.028 0.054 47 24 1609 1161
00110 0.425 0.672 0.026 0.050 43 21 1613 1164
00100 0.424 0.667 0.025 0.049 42 21 1614 1164
10110 0.417 0.500 0.019 0.037 32 32 1624 1153
00101 0.420 0.733 0.007 0.013 11 4 1645 1181
00001 0.417 NaN 0.000 NaN 0 0 1656 1185

Table 53: Sentence-Level Detection Test Set Results Breakdown

Feature Acc. Prec. Recall F1 A B C D

Four Classes 0.557 0.589 0.513 0.549 333 232 316 356
Sent. Pat.: 0010 0.526 0.528 0.918 0.670 596 533 53 55

Punct: 100000001 0.519 0.522 0.989 0.683 642 588 7 0
Cues: 10001 0.527 0.526 0.986 0.686 640 576 9 12

POS Pat.: 0010 0.532 0.529 0.980 0.687 636 566 13 22
Top Features 0.565 0.567 0.724 0.636 470 359 179 229
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Table 54: Sentence-Level Detection With ResearchCyc Breakdown Test Set Results

Feature Acc. Prec. Recall F1 A B C D

Four Classes 0.457 0.483 0.498 0.490 323 346 326 242
Sent. Pat.: 0010 0.522 0.525 0.945 0.675 613 555 36 33

Punct: 100000001 0.519 0.522 0.989 0.683 642 588 7 0
Cues: 10001 0.527 0.526 0.986 0.686 640 576 9 12

POS Pat.: 0010 0.532 0.529 0.980 0.687 636 566 13 22
Top Features 0.492 0.533 0.248 0.339 161 141 488 447
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Appendix D Sentence Level Detection Examples

Word Sentiment Pattern Examples - 4202

The examples in this section lists the sentiment of each word in parentheses and the

pattern, 4202, is emphasized in bold font.

• The following sentence is from a review for a DVD for the movie Crossover (re-

view 16 20 RJMTDU2GPCRPQ): My(2) kidz(2) and(2) I(2) enjoyed(4) this(2)

dreadful(0) exercise(2) in(2) predictability(2) and(2) bad(4) acting(2) for(2)

all(2) the(2) wrong(0) reasons(2): We(2) playfully(2) wagered(2) on(2) what(2)

actors(2) would(2) say(2) next(2) (and(2) I(2) use(2) that(2) word(2) ”actors”(2)

very(2) loosely(2)).

• The following is from a review for a turkey hat (review 29 18 R1WLZAH4TAPM55):

SO(2) thanks(4) for(2) nothing(0) turkey(2) hat(2).

• The following is a sentence from a review for True Blood: The Complete Second

Season (HBO Series) (DVD) (review 13 9 RZBWQ106KJWIO): From(0) Anna(2)

Pauquin’s(2) fake(0) tits(2), to(2) the(2) town(4) orgy(2), (oh(2) yeah(4) they(2)

went(2) there(2)) you’ll(2) really(2) love(4) this(2) waste(0) of(2) an(2) invest-

ment(2).

Part of Speech Examples - VB PRP DT NN

The examples in this section lists the part of speech of each word and the pattern,

VB PRP DT NN, is emphasized in bold font.

• The following sentence is from a review for a hardcover book called The Pas-

sage (review 51 13 RO8R2WG3YKOTG): Talk(NN) about(IN) a(DT) mantra(NN)

that(WDT) will(MD) give(VB) you(PRP) a(DT) headache(NN).

• The following sentence is from a review for a magazine called Popular Science (re-

view 39 18 R31RBERHXS8NVD): Now(RB), can(MD) I(PRP) run(VB) out(RP)
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and(CC) build(VB) myself(PRP) a(DT) prototype(NN) after(IN) reading

(VBG) the(DT) articles(NNS)?

• The following sentence is from a review for the AutoExec - WM-01 - Wheelmate

Steering Wheel Desk Tray - Gray - (review 19 15 R3HESUQA4KOLP5): We(PRP)

had(VBD) to(TO) modify(VB) them(PRP) a(DT) bit(NN) to(TO) fit(VB)

snug(NN) against(IN) the(DT) instrument(NN) panels(NNS) (when(WRB) we(PRP)

bought(VBD) them(PRP) we(PRP) didn’t(VBD,RB) realize(VB) the(DT) planes

(NNS) we(PRP) fly(VBP) don’t(VRB,RB) have(VB) steering(VBG) wheels(NNS)!)

Cues Examples - “I mean”

The examples in this section list the sentence from reviews with the cue “I mean”,

emphasized in bold font.

• The following sentence is from a review for a Zenith Men’s Titanium Chronograph

Watch (Watch) (review 42 1 R2HXVIKJY27SHC): I mean how can you not follow

Jesus when he’s rocking a watch of this caliber.

• The following sentence is from a review for Transformers: Revenge of the Fallen

(Single-Disc Edition) (DVD) (review 47 2 RR1CGE3IGLDN): I mean....could they

be more stupid??

• The following sentence is from a review for Lost: The Complete Sixth And Final

Season (DVD) (review 276425 3 R20MPVFZ73BAVA): I mean come on people,

do you REALLY care what the island was supposed to be in the end?
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Appendix E Document Level Features

Table 55: Sentence Sentiment Bigram Patterns

Sentence Bigram Sar Freq Reg Freq Sar/Reg Total Occurrence

22 321 361 0.889 0.076
00 1011 1285 0.787 0.255
20 452 575 0.786 0.114
02 451 584 0.772 0.115
42 142 391 0.363 0.059
24 139 384 0.362 0.058
04 265 771 0.344 0.115
40 273 797 0.343 0.119
44 124 673 0.184 0.089

Total Frequency 3178 5821

Table 56: Sentence Sentiment Trigram Patterns

Sentence Trigram Sar Freq Reg Freq Sar/Reg Total Occurrence

420 28 173 0.162 0.001
024 28 180 0.156 0.001
202 488 3535 0.138 0.026
224 678 6307 0.107 0.046
242 650 6133 0.106 0.045
422 610 5824 0.105 0.042
424 36 355 0.101 0.003
042 14 160 0.088 0.001
204 15 174 0.086 0.001

Total Frequency 2941 5348
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Table 57: Sentence Sentiment 4-gram Patterns

Sentence 4-gram Sar Freq Reg Freq Sar/Reg Total Occurrence

2222 51 30 1.700 0.011
2220 43 35 1.229 0.010
0002 124 110 1.127 0.031
0020 121 108 1.120 0.030
0000 317 292 1.086 0.080
2022 41 38 1.079 0.010
0200 113 111 1.018 0.029
2200 68 67 1.015 0.018
2002 56 56 1.000 0.015
0220 65 65 1.000 0.017
0202 53 54 0.981 0.014
2020 50 51 0.980 0.013
0222 41 42 0.976 0.011
0022 66 68 0.971 0.018
2000 125 129 0.969 0.033
4400 29 97 0.299 0.017
0044 28 99 0.283 0.017
0440 21 79 0.266 0.013
4004 24 91 0.264 0.015
0444 12 77 0.156 0.012
4440 14 92 0.152 0.014
0404 11 81 0.136 0.012
4040 11 90 0.122 0.013
4404 9 82 0.110 0.012
4444 7 85 0.082 0.012

Total Frequency 2719 4907
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Table 58: Sentence Sentiment 5-gram Patterns

Sentence 5-gram Sar Freq Reg Freq Sar/Reg Total Occurrence

02002 25 18 1.389 0.006
00202 29 21 1.381 0.007
00002 73 54 1.352 0.018
20200 29 22 1.318 0.007
00022 38 29 1.310 0.010
00220 34 27 1.259 0.009
00020 58 47 1.234 0.015
00000 174 142 1.225 0.045
00200 59 49 1.204 0.015
02200 37 32 1.156 0.010
20000 69 60 1.150 0.018
20002 31 27 1.148 0.008
02000 63 55 1.145 0.017
00222 21 19 1.105 0.006
20020 27 25 1.080 0.007
00440 10 38 0.263 0.007
00404 8 35 0.229 0.006
04004 8 36 0.222 0.006
04400 7 35 0.200 0.006
44004 6 31 0.194 0.005
40004 7 37 0.189 0.006
40400 6 33 0.182 0.006
44040 6 37 0.162 0.006
44440 3 34 0.088 0.005
44404 2 38 0.053 0.006

Total Frequency 2513 4509
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Appendix F Document Level Feature Categories Re-

sults

Table 59: Document-Level Detection Sentence Sentiment Count Tuning Results

Sentiment Count Accuracy Precision Recall F1 A B C D

Four Classes 0.543 0.536 0.634 0.581 59 51 34 42
Binary 0.419 0.438 0.570 0.495 53 68 40 25

Table 60: Document-Level Detection Sentence Sentiment Patterns Tuning Results

Sentence Sent. Pat. Accuracy Precision Recall F1 A B C D

0100 0.602 0.567 0.860 0.684 80 61 13 32
0010 0.591 0.558 0.882 0.683 82 65 11 28
1001 0.629 0.600 0.774 0.676 72 48 21 45
0011 0.597 0.569 0.796 0.664 74 56 19 37
1100 0.640 0.623 0.710 0.663 66 40 27 53
0101 0.618 0.600 0.710 0.650 66 44 27 49
1010 0.645 0.645 0.645 0.645 60 33 33 60
1101 0.677 0.726 0.570 0.639 53 20 40 73
0001 0.543 0.529 0.796 0.635 74 66 19 27
0110 0.570 0.553 0.731 0.630 68 55 25 38
1110 0.608 0.596 0.667 0.629 62 42 31 51
1000 0.586 0.577 0.645 0.609 60 44 33 49
1011 0.634 0.658 0.559 0.605 52 27 41 66
1111 0.624 0.658 0.516 0.578 48 25 45 68
0111 0.613 0.667 0.452 0.538 42 21 51 72
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Table 61: Document-Level Detection Punctuation Tuning Results

Punctuation Accuracy Precision Recall F1 A B C D

010100010 0.548 0.525 1.000 0.689 93 84 0 9
010100011 0.548 0.525 1.000 0.689 93 84 0 9
010100110 0.548 0.525 1.000 0.689 93 84 0 9
010100111 0.548 0.525 1.000 0.689 93 84 0 9
110100100 0.543 0.522 1.000 0.686 93 85 0 8
110100101 0.543 0.522 1.000 0.686 93 85 0 8
011100010 0.554 0.530 0.957 0.682 89 79 4 14
011100011 0.554 0.530 0.957 0.682 89 79 4 14
010101000 0.538 0.520 0.978 0.679 91 84 2 9
010101001 0.538 0.520 0.978 0.679 91 84 2 9
100000000 0.500 0.500 0.032 0.061 3 3 90 90
010000000 0.543 0.786 0.118 0.206 11 3 82 90
001000000 0.489 0.492 0.624 0.550 58 60 35 33
000100000 0.468 0.286 0.043 0.075 4 10 89 83
000010000 0.511 0.505 1.000 0.671 93 91 0 2
000001000 0.489 0.495 0.978 0.657 91 93 2 0
000000100 0.500 NaN 0.000 NaN 0 0 93 93
000000010 0.500 NaN 0.000 NaN 0 0 93 93
000000001 0.500 NaN 0.000 NaN 0 0 93 93
111111111 0.548 0.532 0.796 0.638 74 65 19 28

Table 62: Document-Level Test Set Breakdown

Feature Acc. Prec. Recall F1 A B C D

Four Classes 0.660 0.633 0.760 0.691 38 22 12 28
Sent. Pat.: 0100 0.660 0.621 0.820 0.707 41 25 9 25

Punct: 010100010 0.570 0.564 0.620 0.590 31 24 19 26
Top Features 0.640 0.609 0.780 0.684 39 25 11 25
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Appendix G Document Level Detection Examples

Sentence Sentiment Pattern - 024

Table 63 shows the sentiment and sentences of a review for the Motorola Motofone F3

Unlocked Phone with Dual-Band GSM 850/1900–International Version with No Warranty

(Black) (Wireless Phone Accessory) (review 47 4 RP36XPONLM4YU). The pattern is

emphasized in bold font.

Table 63: Sentence Sentiment Pattern - 024 Example

Sentiment Sentence

4 This is good phone.

0 It is a phone, not an operating control for the space shuttle.

2 the phone arrived in the appropriate cannister, but it seemed that
it had been tampered with.

2 at least it appeared to have been glued together.

4 after one month of use the phone has come apart.

0 I believe this is a recycled phone and so I would not recommend
that you buy from this company.

0 finally, the phone is quite flimsy, if you put in in your pocket it will
crack, if you drop it, it will break.

2 love the epaper, disappointed with the fragility of the thing.

4 imagine you are in the thirld world (the phone is designed to sell in
poor asian and african markets), you put together a month worth
of savings to buy this phone.

0 then while carrying out your daily labors the phone cracks, which
is very easy to do...can you imagine the heartbreak.

0 I will not rebuy this phone model, although I love MOTOROLA.
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Sentence Sentiment Pattern - 420

Table 64 shows the sentiment and sentences of a review for the paperback book In the

Woods (review 21 17 R3GOVNLIQQGHT9). The pattern is emphasized in bold font.

Table 64: Sentence Sentiment Pattern - 420 Example

Sentiment Sentence

0 I generally find the concept of ”I’m going to leave it up to the reader
to figure out the ending” a bit of a cop out but it does work in some
books.

4 Looking for Alaska by John Green is a great example of a book
that doesn’t answer all the questions but is still incredible.

2 This is a mystery for crying out loud!

0 French gets to the end and says, ”Ummm, well it doesn’t matter
what really happened in the woods.”

2 It’s the freaking book title!

2 You’re the author.

2 Write the story!

4 And FYI, stories typically have ENDINGS!

0 I burned my copy of this book for fear of its being inflicted on some
other poor unsuspecting reader.

0 I do not suggest you waste money or time on it.
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